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Abstract
Comparative cancer genomics can elucidate similarities in genome
variation across different types of cancer. Current approaches are implemented
through the identification of mutations in specific pathways present in multiple
cancers. However, the major shortcoming of these approaches is in identifying
specific genes that are similar rather than determining broad-scale patterns of
variation in the genome. Similarities found in these patterns across cancers may be
linked to similarities in driver mutations and thus lead to treatment approaches
with a higher success rate. Identification of such similarities requires comparison
of whole genomes and is not always easy to do using traditional alignment-based
approaches due to mutated genomes being unalignable.
In this work, we first analyze the robustness of k-mer frequency-based
alignment-free

approaches

to

accurately

identify

similarities

between

whole-genome sequences and determine their applicability in identifying patterns
of variation in a genome.

Next, we develop a method to identify population structure from healthy
human genomes of admixed origin using k-mer frequencies together with
principal component analysis and clustering.
Finally, we show how the method can be applied in identifying similarities
between genomes affected by different types of cancer using mice data of
mammary, liver, and lung tumors.
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Chapter 1
Introduction

1.1

Cancer

Cancer is among the leading causes of death worldwide. Since the U.S. declaration
of war on cancer, in 1971 (Wheeler & Wang, 2013), we have yet to find an
unequivocal approach to treating this deadly disease. Several large-scale oncology
projects are dedicated to cataloging genomic mutations that are present in cancer.
The Cancer Genome Atlas Research Network (TCGA) has profiled and analyzed
large numbers of human tumors to discover molecular variations at the DNA,
RNA, protein, and epigenetic levels (Weinstein et al., 2013). The International
Cancer Genome Consortium was launched to coordinate large-scale cancer
genome studies in tumors from 50 different cancer types and, in collaboration with
TCGA, provided comprehensive mutational data of coding regions in more than
20,000 cancers (Nakagawa & Fujita, 2018).
However, despite excellent work on tracking known mutations (Lawrence et
al., 2014), current comparative cancer genomics methods are limited to analyzing
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the similarity of particular genes. These methods discover mutations in specific
pathways that occur in multiple cancers (Consortium & the Mutation
Consequences and Pathway Analysis working group of the International Cancer
Genome Consortium, 2015), but require finding individual pathways that, when
mutated, advance the development of cancer and its progression. A broad
understanding of the type of changes that can happen in a genome can lead to
discovering

patterns

of

variation that are shared across cancer types.

Consequently, these patterns may be associated with mutations associated with
causing cancer and thus suggest novel approaches to therapy.

1.2

Challenges in current comparative cancer genomics approaches

There are an estimated 30,000 genes in the human genome. More than 1% of all
human genes are implicated via mutation in cancer; however, genes affecting
certain types of cancer are still unknown (Sondka et al., 2018). Current comparative
cancer genomics approaches seek to identify specific “driver mutations” in
particular genes. These genes are called “driver genes”. Driver mutations originate
in driver genes and are responsible for the initiation and development of cancer
(Stratton et al., 2009). However, current approaches used to identify driver genes
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and mutations deliver inconsistent results on certain candidate cancer driver genes
and mutations and are known to produce false-positive findings (Bailey et al.,
2018).

1.3

Identification of broad-scale similarities between cancers

Somatic driver mutations in biological pathways (Viswanathan et al., 2008) can lead
to cancer (Reyna et al., 2020). Shared variations that occur in pathways across
cancers can signal targeted treatment (Yip & Papa, 2021). Specifically, current
approaches, such as the PanCancer Atlas of Whole Genomes (PCAWG) examine
individual genes that are significantly mutated due to a particular cancer type
(Chu, 2020; X. Li et al., 2018; Rajendran & Deng, 2017; Weinhold et al., 2014;
Weinstein et al., 2013). However, targeting these specific changes requires
discovering individual pathways that are responsible for cancer development and
progression (Nouri et al., 2020). A major bottleneck in current cancer comparative
approaches is in finding specific genes linked to cancer. Complications are posed
by the difficulty of analyzing a large number of genes; additionally, the problem of
defining a gene is caused by the possibility of multiple functionalities of a single
gene (coding for several proteins), overlapping of genes, as well as the difficulty of
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gene detection due to their small size (J. R. Brown, 2007). On the other hand,
analysis of the complete profile of alterations in the genome on a broader scale can
suggest mutational patterns that are similar among cancer types or subtypes
(Ciriello et al., 2013; ICGC/TCGA Pan-Cancer Analysis of Whole Genomes
Consortium, 2020; Jiao et al., 2020; Kandoth et al., 2013; Lawrence et al., 2013).
Different mutations are representative of cancer types (Weinhold et al., 2014), and
driver mutations associated with particular types of cancer cause patterns of
changes in a whole genome. These specific patterns (signatures) are detectable
only by comparing whole genomes (Vogelstein et al., 2013). For example, pancreatic
neuroendocrine tumors with MUTYH mutation have a G:C > T:A mutational
signature and the BRCA2 mutation causes widespread genomic instability patterns
across cancers (Scarpa et al., 2017). Consequently, defining broad-scale similarities
in patterns of variations that are shared across different types of cancer may reveal
relationships between them and suggest similar treatments in different cancer
types (Weinstein et al., 2013).
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1.4

Cancer genome is complex

Key biological processes underlying cancer pathogenesis are mutation and
selection for cells with progressively increasing capacity for proliferation, survival,
invasion, and metastasis. The first step in the process of cancer development is
tumor initiation, characterized by genetic alteration leading to the abnormal
proliferation of a single cell. Cell proliferation causes the growth of a population of
clonally derived tumor cells. The process continues with tumor progression. The
progression of the tumor is characterized by the tumor acquiring additional
mutations which confer a selective advantage to the cell, such as rapid growth
(Cooper, 2000).
Analysis of cancer is challenged by the presence of numerous genetic
fingerprints and molecular makeup of specific cancer types, as well as, complex
tumor environments responsible for its development. The interaction of the body's
immune system with the tumor immune microenvironment introduces additional
complexity to the study of the disease. Cancer heterogeneity and evolution play key
roles in its development as well as therapy response and disease relapse (Akkari et
al., 2021; “The Global Challenge of Cancer,” 2020).
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Mutations present in tumors can be broadly classified into driver mutations
and passenger mutations. Driver mutations are initiated in driver genes and are
responsible for the initiation and development of cancer (A.-L. Brown et al., 2019;
Colaprico et al., 2020; Stratton et al., 2009). Passenger mutations are triggered by
the driver mutations and usually do not have a significant negative impact on
cancer progression (Kumar et al., 2020) and even have been shown to have a
damaging effect on cancer, such as slowed tumor growth, and reduced metastatic
progression (McFarland et al., 2017). The number of driver mutations is small
(mean 4.6 per tumor) compared to the passenger mutations (Aparisi et al., 2019;
ICGC/TCGA Pan-Cancer Analysis of Whole Genomes Consortium, 2020;
Lawrence et al., 2014). On the other hand, the vast majority of variants, about
97-99% of SNVs, are non-functional passenger mutations (Jiao et al., 2019).
The compound processes that underlie cancer development and changes in
the genome affected by cancer mutations, introduce numerous challenges to its
analysis and significantly delay the novel discoveries of therapeutics to fight
cancer (A.-L. Brown et al., 2019).
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1.5

Challenges in analyzing cancer genome using an alignment approach

The study of genomes is often initiated by aligning the sample sequence to a
standard reference genome (Nakagawa & Fujita, 2018). Due to the availability of
the human reference genome, analyzing genomic data from healthy individuals is
rather straightforward (Oakeson et al., 2017). However, the cancer genome is rather
complex. Current methods rely on genome alignments based on a reference
sequence that can be a poor fit for highly variant and complex tumor genomes
(Killcoyne & Del Sol, 2016). These approaches rely on the assumption of high
similarity between the reference sequence and the sample sequence. However,
cancerous genomes do not resemble healthy DNA due to the presence of diverse
somatic mutations, particularly structural changes (Stratton et al., 2009). Cancerous
mutations include translocation of chromosomes, single base substitutions (i.e. G >
T substitution), insertion or deletion of small and large segments of DNA,
rearrangements of fragments of the genome, and copy number increases and
reduction (Feuk et al., 2006; Stratton et al., 2009). The size of variations ranges from
a single base pair (i.e. SNV) to several million base pairs (i.e. large-scale
chromosomal aberrations) (Y. Li et al., 2020). The alignment process relies on the
insert size of the aligned region between the reference and sample sequences
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which indicates that the region was accurately aligned to a specific location (H. Li
et al., 2009). These regions are dependent on finding a good alignment between the
sample and the reference. However, the presence of large-scale variations in the
tumor sequence will result in a poor alignment between the sample and the
reference (Killcoyne & Del Sol, 2016).

1.6

Alignment-free methods allow for analyzing complex genomes

A potentially efficient alternative to traditional, alignment-based sequence
analysis tools is alignment-free approaches. Any genome sequence can be seen as a
collection of shorter substrings, k-mers, that can be “overlapped” to reconstruct
the full sequence and deliver equivalent genomic information as a whole sequence
(Compeau et al., 2011). Alignment-free approaches employ analysis of k-mer
content of the genome and identify similarities between a pair of sequences based
on similarities of k-mer information between the two. While analysis of k-mers
does not provide positional information, it is more robust to sequences that are not
easily aligned (Ren et al., 2018). Specifically, alignment-free methods do not rely on
the matching (aligning) base pairs between the sample and the reference
sequences (Zielezinski et al., 2019). This makes alignment-free methods especially
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useful in analyzing cancerous genomes that contain a large number of variations
due to mutational processes and cannot be aligned accurately to the reference.
Therefore, the alignment-free approach is a more advantageous cancer genome
analysis technique than traditional alignment-based methods.

1.7

Alignment-free methods are efficient in analyzing genome-scale data

An additional advantage of alignment-free approaches comes from their scalability
and

computational

efficiency.

Alignment-based

methods

are

generally

memory-consuming and time-consuming and therefore are less efficient when it
comes to analyzing multigenome-scale sequence data. The computational
bottleneck of alignment-based approaches comes with the number of possible
alignments of two sequences that grow rapidly with the length of the sequences
(Lange, 2002). Alignment-based approaches that employ dynamic programming,
while guaranteed to produce the optimal alignment without giving all possible
solutions, are also computationally demanding (Eddy, 2004).
Alignment-free approaches are a more efficient alternative. The main
advantage of alignment-free methods, besides that they are usually computational
inexpensive (Ren et al., 2018), is that they are capable of effortless analysis of whole
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genomes, thus allowing the analysis of complete sequence information (Vinga,
2014). Alignment-free approaches are robust to shuffling and recombination events
in a genome caused by mutations and are generally performing better in analyzing
highly

dissimilar

sequences compared to the alignment-based approach

(Domazet-Lošo & Haubold, 2011; Song et al., 2014).
Existing alignment-free methods include a variety of tools for efficient
clustering and search of massive sequence collections (Ondov et al., 2016), rapid
detection of homologies among genomic sequences (Dencker et al., 2020),
comparisons of metagenomes (Sims et al., 2009), and phylogeny reconstruction
directly from unassembled genome sequence data (Fan et al., 2015).

1.8

Advantage of the frequency-based alignment-free methods

Because analysis of large volumes of whole-genome requires high computational
resources, many current alignment-free methods use only a subset of k-mers found
in a genome to gain efficiency and thus produce an estimate of the distances
among genomes (Dencker et al., 2020; Ondov et al., 2016). Analysis of a subset of
k-mer counts in the sequence discards some of the information that may be useful
for identifying genome similarities with higher precision. More specifically, k-mer
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counts that were not included in the final set of k-mers used to calculate
similarities between a pair of genomes may hold information about mutations that
occurred due to cancer, such as numerous single nucleotide changes (SNVs)
present in a genome due to passenger mutations (account up to 99% of mutations)
(Jiao et al., 2019). On the other hand, frequency-based alignment-free methods use
complete k-mer profiles (total counts) in the genome and in the case of analyzing
cancer sequences may provide more thorough information about variation in the
genome. More specifically, the frequency-based alignment-free method uses
information on how many times a k-mer was found in a sequence and compares
the counts between two sequences. Calculation of distances based on the exact
counts of all the k-mers present in a genome is advantageous because mutations
affect k-mer counts with every nucleotide change in a genome. The
frequency-based method captures these changes in their entirety using total
counts (or frequencies) of k-mers. These may yield greater sensitivity in the
identification of similarities between cancerous genomes and thus, in this work, as
a first step, we are interested in analyzing the effectiveness of frequency-based AF
approaches.
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1.9

Sensitivity of frequency-based alignment-free methods

The accuracy of similarity identification between a pair of genomes using the
alignment-free method depends on the sensitivity of the method to several
parameters: sequence divergence rate, k-mer length, and metric applied to k-mer
frequencies to calculate the similarity (Zielezinski et al., 2019). Identification of
such sensitivity can be carried out by applying the method to reconstruct
phylogeny from sets of genomes with different sequence divergence rates, and
k-mer lengths, and by applying different metrics. The relationship between
accurate phylogenetic reconstruction and sequence similarity was investigated by
(Cantarel et al., 2006). The study showed that accurate phylogeny reconstruction is
an adequate indicator of accurate sequence similarity identification.
As the first step to finding broad-scale similarities between cancer types
rigorous testing of the frequency-based alignment-free method for phylogeny
reconstruction will provide an understanding of the method’s accurate
identification of genome similarities based on a range of parameters.
Available

alignment-free

phylogeny reconstruction approaches have

different performances depending on the species analyzed, data types, and other
factors. These differences make it difficult to determine if a phylogeny is
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accurately reconstructed, and there is no universal alignment-free tool that can
accurately reconstruct phylogeny from every dataset. For instance, the most
accurate reconstruction from bacterial genomes was accomplished by phylonium
(Klötzl & Haubold, 2020) and andi (Haubold et al., 2015) alignment-free tools.
However, the phylogeny reconstructed from the plant dataset by these tools
showed very low topological similarity to the reference tree. On the other hand,
the best-performing tools for a plant data set were co-phylog (Yi & Jin, 2013), mash
(Ondov et al., 2016), and Multi-SpaM (Dencker et al., 2020). However, the same
three tools achieved lower accuracy in phylogeny reconstruction from bacterial
genomes.
Methodology of phylogeny reconstruction from assembled WGS and
unassembled raw reads also differ. While k-mer profiles generated from assembled
WGS depict the true count of k-mers present in the genome, variation in the
sequence read coverage and the presence of sequencing errors in the raw read data
introduce erroneous k-mer counts in the dataset which may propagate into
inaccurate phylogeny reconstruction. Thus, different alignment-free approaches
are designed to reconstruct phylogeny from different data types. In our work,
described in Chapter 2, of analyzing the sensitivity of a frequency-based
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alignment-free approach, we found that the method is robust in analyzing
assembled genome data for a range of numbers of substitutions using longer
k-mers. The method accurately identified genome similarities (reconstructed
accurate phylogeny) using both cosine and Euclidean distance metrics. Our results
showed that the frequency-based alignment-free method is capable of accurately
identifying similarities between genomes and can be used in places where such
methods are preferred over traditional, alignment-based approaches.

1.10

Application of the approach to cancer genome analysis

Potential applications of our method of identifying similarities between highly
dissimilar genomes can be found in several areas of population genetics. Having a
method that can be used to compare the healthy and unhealthy genomes and
identify similarities in genome variations on a broader scale is useful. For example,
analysis of cancerous genomes is often limited to analyzing the similarity of
particular genes. These methods discover mutations in specific pathways that
occur in multiple cancers (Consortium & the Mutation Consequences and Pathway
Analysis working group of the International Cancer Genome Consortium, 2015),
but require finding individual pathways that, when mutated, advance the
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development of cancer and its progression. The major shortcoming of these
approaches is in identifying specific genes that are similar rather than
determining broad-scale mutational motifs in the genome. Analysis of the
complete profile of alterations in the genome, rather than specific genes, may
allow us to paint a more complete picture of the mutational processes in the
cancerous genome and produce illuminating results on structural similarities
between different types of cancer. Our method takes into account all of the k-mers
that are present in a genome and thus represents all of the information present in
the sequence. This provides an extra level of granularity which may provide a
better representation of the structural variation in a genome and thus allow the
identification of similarities between sequences with higher accuracy.
Additionally, the generality of the method may allow it to potentially be
used on any type of genome, not only on human data. Analysis of the human DNA
in our work, described in Chapter 2, was done primarily for a purpose of proof of
concept. However, there are no assumptions that the method is human-genome
specific (i.e. no constraints to sequences having 23 chromosomes).
One of the goals of this work is to be able to accurately identify similarities
between sequences where particular genes are unknown. A method that allows the
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analysis of non-model organisms may potentially become a useful tool for drug
discovery and treatment of diseases with a higher rate of success.

1.11

From healthy genomes to genomes affected by cancer

Understanding of similarities in genome variations between samples of different
cancer types can be drawn from an understanding of similarities in genome
variations between healthy genomes. Such similarities can be identified from the
k-mer content of human genomes from different populations. We hypothesize
sequences of the same population to look more similar and therefore group
together. Conversely, sequences of different origins should look less similar to
each other and therefore do not group.
We were able to differentiate populations using the k-mer content of
genome sequences. Specifically, calculated distances using k-mer frequencies
revealed similarities in genome variations between genomes from different
populations based on their substitution patterns. Thus, the same approach was
used to identify broad-scale similarities between different types of cancer.
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1.12

Current approaches for population structure identification

Current approaches for population structure identification can be broadly
classified as model-based, distance-based, and statistical approaches (Byun et al.,
2017). An example of a model-based population inference approach is Structured
Association, which assigns samples to subpopulation clusters (possibly allowing
fractional cluster membership) using a model-based clustering program such as
structure (Pritchard et al., 2000; Rosenberg et al., 2002). However, the applicability
of this approach to large genome-wide data sets is limited by its high
computational cost when allowing fractional membership to a cluster (Price et al.,
2010). Faster model-based approaches for inferring population structure have been
developed. For example, admixture adopts the likelihood model embedded in
structure but incorporates algorithmic approaches for computational efficiency
(Alexander et al., 2009). Additionally, fastStructure (Raj et al., 2014) was proposed to
reduce the computational time and complexity of structure and achieve accuracy
comparable to admixture using a variational Bayesian framework. Another example
of an efficient model-based approach for population inference is frappe which
estimates

model

parameters

by

maximum

Expectation-Maximization algorithm (Tang et al., 2005).

likelihood

using

an
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Alternative distance-based population inference approaches are Genetic
Similarity Score Matching (GSM) (Guan et al., 2009), Spectral-GEM (Lee et al.,
2010), and FastPop (Y. Li et al., 2016). While accurate, FastPop results in complex
computation and has not been established when inferring genetic ancestry among
more than 4 population substructures.
Finally, statistical approaches, such as cluster analysis and principal
component analysis (PCA), use techniques from multivariate analysis to discover
structure within the data. Cluster analysis techniques, such as hierarchical cluster
analysis, directly seek the ancestral clusters in the data without prior selection of a
number of clusters (Calinski & Harabasz, 1974), however, is sensitive to outliers
and is generally not suitable for larger datasets (Hair et al., 2016). PCA reduces the
dimensions of the dataset by projecting the data into the low-dimensional space.
These projections explain the gross variation in marker genotypes, which, in
practice, is the variation between populations. PCA has the advantage of being
implemented with a fast and efficient algorithm for singular value decomposition
which made it a popular choice for analyzing structure in genetic data sets. A
popular implementation of PCA for ancestry inference is eigenstrat (Patterson et
al., 2006; Price et al., 2006) and smartpca (Patterson et al., 2006). These methods
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operate on sample genotypes and construct low dimensional projections of the
data that maximally retain the variance-covariance structure. 

1.13

Analysis of high-dimensional data

Recent advances in genome sequencing have led to the production of massive
amounts of sequenced data. Frequency-based alignment-free analysis of these data
generates high-dimensional datasets as it comprises a large number of variables
forming data matrices. More specifically, the dimensions of the data represent the
number of features that have been measured for each observation (i.e. k-mer and
its frequency). Analysis of high-dimensional data comes with a major challenge to
represent the data in low-dimensional space for efficient processing and
visualization while retaining informativeness (Ayesha et al., 2020). To overcome
this

challenge, different dimensionality reduction techniques have been

implemented to remove extraneous features from the data. These techniques can
be broadly classified into feature selection and feature extraction (Ray et al., 2021).
The feature selection technique aims to select the optimal feature set by
eliminating the unessential features from the original dataset without any data
transformation for the analysis of high-dimensional data. An example of the

20
feature selection technique is a Minimum Redundancy Maximum Relevance
(MRMR) algorithm (Ding & Peng, 2005). On the other hand, feature extraction is
the most widely used dimension reduction technique for the transformation of
features which extracts the essential features from the raw dataset for data
preprocessing. One of the commonly used feature extraction techniques is
principal component analysis (PCA) (Kurita, 2019).

1.14

Unsupervised learning and data clustering

Increased availability of massive amounts of genetic data has led to employing
machine learning techniques to efficiently analyze the structure of these data. The
learning process of a set of variables with no corresponding target variables is
called unsupervised. Often, such a dataset is analyzed with the task of grouping a
set of samples in such a way that samples in the same group are more similar to
each other than to those in other groups (identification of structure in the data)
(Alashwal et al., 2019). When presented with unlabeled data to reveal subgroups
within heterogeneous data, the appropriate technique to use is unsupervised
clustering. Clustering is a robust machine learning approach for detecting
structures in datasets. It has been proven to be an effective tool for uncovering
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patterns and structures in both labeled and unlabeled datasets (N. Li et al., 2020).
However, the application of the clustering approach is especially advantageous in
analyzing unlabeled data where no prior information about the sample’s
identifying characteristics, properties, or classifications is known. Unsupervised
clustering

approaches

are

broadly

classified

into

probabilistic

and

non-probabilistic and differ in terms of speed and robustness. Some of the widely
used techniques include K-Means (Lloyd, 1982; MacQueen, 1967), hierarchical
clustering, Density-Based Spatial Clustering of Applications with Noise (DBSCAN)
(Schubert et al., 2017), and Gaussian Mixture Model (GMM) (D. Reynolds, 2009; D.
A. Reynolds, 1992).

1.15

From population differentiation to similarities between cancers

In Chapter 3 we found that PCA together with a clustering technique is able to
identify similarities between samples from different populations based on the
k-mer content of a genome. Subsequently, we can apply a similar approach to
analyzing genomes affected by different types of cancer. Each cancer genome
sequence can be viewed as a multi-dimensional dataset (Aziz et al., 2017), where
each dimension is the frequency of a given k-mer. To provide informative
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visualization of heterogeneity in the data dimensionality reduction techniques can
be applied to group neighboring data points. We compared the existing
dimensionality reduction techniques to determine the best way to retain genome
distances. Reduction of the data to two dimensions allows to visualize it using
existing clustering techniques. We hypothesized that clusters, visualized in
two-dimensional space, will represent the overall pattern of variants across
sequences. The clustering of genomic data has shown promising results in
analyzing gene expressions data (Datta & Datta, 2006; Oyelade et al., 2016).
Similarities in the shape projections among types suggest mutational similarities
among types not identifiable by comparing individual sequences.
We found that the application of PCA together with clustering techniques
groups samples of different cancer types based on k-mer frequencies that are due
to mutations (“mutational” k-mers). We conjecture that similarities are caused by
the large structural variants that affect extensive regions of a genome and therefore
substantially change the frequencies of k-mers. Similarities in such mutations
across cancer types will cause similarities in k-mer frequencies and group samples
together.
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Additionally, passenger mutations that were shown to be in majority (Jiao et
al., 2020) will significantly affect the counts of k-mers with every nucleotide
change that increases the count of one k-mer and effectively decreases the count of
another. Consequently, similarities in specific changes of one nucleotide to
another nucleotide (pattern of mutations) will cause similarities in k-mer
frequencies found in genomes affected by different cancer types.

1.16

Outline of this work

In this dissertation, we present an approach for the identification of similarities
between cancer types using k-mer frequencies. Below is the outline of the
individual chapters of this dissertation.
We begin with a discussion of the alignment-free sequence analysis
approach (Chapter 2), with the emphasis on the frequency-based method,
examining its sensitivity to challenges of genome structure, synteny, and the
presence of repeated substitutions in a genome using cosine and Euclidean
distance metrics for both assembled genomes and unassembled sequencing reads.
We test the method for accurate phylogeny reconstruction using different
parameters such as k-mer length and sequence divergence rate. We found that the
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frequency-based alignment-free approach for phylogeny reconstruction is robust
in analyzing assembled genome data even at high sequence divergence rates using
longer k-mers.
In Chapter 3 we introduce a method for population differentiation using
k-mer frequencies data. We use principal component analysis together with a
clustering approach to identify population structure from genomes of admixed and
non-admixed origin using the k-mer frequencies found in a genome. In this
chapter, we discuss current population structure identification approaches and
compare them to our work. We show that the principal component analysis
together with K-Means is able to identify population structure based on the k-mer
frequencies present in the genomes of admixed and non-admixed origin.
In Chapter 4, we expand the population differentiation approach to
analyzing genomes affected by different types of cancer. We analyze the k-mer
content of cancerous genomes that are the product of the mutational processes
underlying the development and progression of cancer. We identify similarities
between “mutational” k-mer profiles of different types of cancer and discuss the
biological cause underlying those similarities.
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Finally, in Chapter 5, we discuss the results and summarize the key findings
of this dissertation followed by possible directions for future research.
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Chapter 2
Sensitivity of a frequency-based alignment-free approach
for phylogeny reconstruction

2.1

Introduction

Phylogenies are essential in evolutionary biology to better understand evolution
from genes to traits. Currently, phylogenetic analysis typically begins with DNA or
RNA sequencing, often using high throughput sequencing (HTS) technology. As
HTS has become more efficient and affordable, the number of species for which
sequence data are easily accessible has increased greatly, which has provided many
opportunities for studies of new organisms (Kulski, 2016). Commonly, phylogenies
of organisms are estimated using these data in alignment-based methods (Phillips
et al., 2000). However, challenges in this work range from identifying orthologs to
handling sequencing errors to accurately aligning loci (Armstrong et al., 2019;
Pfeiffer et al., 2018; Tekaia, 2016).
Phylogeny reconstruction is complicated in cases where genomes do not
share the same set of genes, or if sequences have very low similarity and thus are
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not alignable to each other (Dessimoz & Gil, 2010). Specifically, genome
characteristics such as gene conservation, point mutations, chromosomal
mutations, structural changes, and copy number variation (Loewe & Hill, 2010), can
pose challenges for a traditional alignment-based approach to phylogeny
reconstruction

(Som,

2015;

Ogden

&

Rosenberg,

2006).

Additionally,

alignment-based phylogeny reconstruction is affected by rearrangements and
inversion events, and different sequence lengths among different species (Comin &
Verzotto, 2012). A high number of insertions and deletions in the sequences also
negatively influence the accuracy of the alignment (Nuin et al., 2006).
Sequence alignment can also be complex and error-prone due to the
erroneous positioning of gaps during reconstruction (Ezawa, 2016; Lees et al., 2018;
Ashkenazy et al., 2014). Some aligners substantially underestimate insertion rates
and overestimate deletion rates (indels) and thus produce alignments with
inaccurate indels (Westesson et al., 2012). These errors affect the construction of
the phylogenetic tree that is built from DNA or RNA sequences (Dwivedi &
Gadagkar, 2009; Dessimoz & Gil, 2010).
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2.1.1 Alignment-free methods
Alignment-free (AF) approaches are less susceptible to these challenges and have
been proposed as an effective alternative for phylogeny reconstruction (Zielezinski
et al., 2019). AF methods do not take into account the exact position of the
nucleotides (Ren et al., 2018) and thus are more resistant to the effects of structural
variations

such

as

inversions,

translocations,

chromosome

fusions,

and

chromosome fissions, and reciprocal translocations (Vinga & Almeida, 2003). AF
methods are especially successful in genome-based phylogenetic studies because
they are capable of processing large numbers of genome-size sequences (Chan &
Ragan, 2013). Additionally, AF approaches do not require genome assembly and
alignment steps, which are complex and computationally expensive (Dewey, 2019;
Pop et al., 2004). The scalability of AF methods allows the processing of large sets
of genome data more efficiently than the traditional alignment-based algorithms.
AF methods typically analyze k-mers, which are short substrings of the
genome sequence (Compeau et al., 2011). AF methods can be classified broadly
(Zielezinski et al., 2019) into methods based on k-mer frequencies (Jun et al., 2010;
Sims & Kim, 2011; Choi & Kim, 2017), a number of word matches (Ondov et al.,
2016; Sarmashghi et al., 2019), lengths of common substring (Haubold, 2014;
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Haubold et al., 2009; Leimeister & Morgenstern, 2014), and micro-alignments
(Dencker et al., 2020; Haubold et al., 2015; Klötzl & Haubold, 2020; Yi & Jin, 2013;
Leimeister et al., 2017). However, AF methods perform differently depending on
the data type (mitochondrial vs. nuclear genomes), taxonomic groups (animal,
bacterial, or plants), and data size (assembled genomes and unassembled
sequencing reads of different coverage) (Zielezinski et al., 2019). No single method
is successful across all the variables (Zielezinski et al., 2019).
Several factors must also be considered when working with AF approaches
that can affect the accuracy of the phylogeny: k-mer length used in the analysis,
number of substitutions per site in the genome, a metric used to calculate genome
distances between sequences, and the use of assembled genomes vs. unassembled
raw reads. Different AF methods use k-mers differently and thus there is no
universal length of k-mer used in all AF methods (Bernard et al., 2016). Instead,
different optimal k-mer lengths have to be determined for each method
(Zielezinski et al., 2019). Shorter k-mers are more likely to be present in a sequence
(e.g. 1-mers); thus they are less informative in analyzing closely related genomes
(Bernard et al., 2019). Longer k-mers are more unique to particular species and are
therefore more useful for similarity identification across species (Greenfield &
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Roehm, 2013). Shorter k-mers are more likely to have greater sensitivity to single
evolutionary events. However, identical k-mers could be obtained from the genome
regions which are not identical in functional or evolutionary properties and thus
are not homologous (k-mer homoplasy) (Fan et al., 2015). Therefore, the problem of
k-mer homoplasy should be considered when identifying k-mer length for accurate
phylogeny reconstruction using AF methods. Longer kmers are less susceptible to
k-mer homoplasy. Thus, there is a tradeoff between sensitivity, which requires
shorter k-mers and reducing k-mer homoplasy, which requires longer k-mers (Fan
et al., 2015). Optimal k depends on the AF approach used (Bernard et al., 2016). The
optimal lengths of k-mers differed for the “word count” AF approach and the
“match length” approach (Bernard et al., 2016). K-mer length and genome size are
correlated, which affects the accuracy of phylogeny reconstruction (Chan et al.,
2014).
Evolutionary distance is another important parameter to consider in
phylogeny reconstruction (Varki & Altheide, 2005; Wolfe et al., 1987; Bielawski et
al., 2000). The presence of a high number of substitutions among samples causes a
loss of phylogenetic signal contained in the sequence (saturation) and is an
important source of systematic bias (Xia et al., 2003; Dávalos & Perkins, 2008).
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Multiple substitutions at the same site due to a high substitution rate can make
individuals appear more similar than they actually are (Philippe et al., 2011). In
extreme cases, the similarity between the sequences will depend entirely on the
similarity in nucleotide frequencies that often does not reflect phylogenetic
relationships (Dávalos & Perkins, 2008; Xia, 2007). More specifically, the long
branches present in the phylogenies may have acquired many substitutions that
cause a historically random resolution of the internode. Saturation is known as a
cause of erroneous outgroup placement in phylogeny reconstruction (Peer et al.,
2002). Additionally, genetic saturation introduces a long-branch attraction problem
(LBA) (Bawono & Heringa, 2014), where one lineage falsely appears to be closely
related to another long-branched lineage due to the large amount of molecular
change accumulated in the genomes rather than due to the actual relatedness by
descent (Bergsten, 2005; Fan et al., 2015). The AF methods based on “number of
word matches” and “match length” had greater accuracy of similarity identification
for sequences with low divergence (Chan et al., 2014) whereas “word count”
methods performed better at an intermediate level of sequence divergence
(Bernard et al., 2016).
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The metric used to calculate distances between genomes is also an
important factor to consider in AF-based phylogeny reconstruction, as the
distance metric affects both computational efficiency and sensitivity (Luczak et al.,
2019). Distance metrics include Minkowski (e.g., Euclidean) (Schwende & Pham,
2014), D2 (e.g., DS2) (Chan et al., 2014), mismatch (e.g., Jaccard) (Fan et al., 2015),
inner product (e.g, normalized vectors, cosine) (Murray et al., 2017), and length
difference (Ulitsky et al., 2006). Differences in the accuracy of phylogeny
reconstruction depend on the metric used (Bernard et al., 2016). The accuracy of
phylogenies based on D2 statistics (based on the number of word matches) and
kmacs (based on the length of common substring) varied by the k-mer length and
sequence divergence level (Reinert et al., 2009; Song et al., 2014; Torney et al., 2018;
Wan et al., 2010; Chan et al., 2014).
Here, we use simulated genomes and HTS data to assess the sensitivity of
AF methods based on k-mer frequencies to a range of numbers of substitutions per
site in the genome using different k-mer lengths and two genome distance metrics
for phylogeny reconstruction. We analyzed phylogenies with branch length (in
numbers of substitutions per site) from 0.00001 to 0.1 based on differences among
primates reported in the Tree of Life (Armstrong et al., 2020; Feng et al., 2020;
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Zoonomia Consortium, 2020) to understand how sensitive these methods are to the
different sequence divergence levels. We show that AF approaches based on k-mer
frequencies of common k-mers alone can generate accurate phylogenies from
assembled genomes with high evolutionary distances, so long as k-mers are
sufficiently long. This work provides a better understanding of optimal parameter
selection for future phylogenetic studies using frequency-based AF methods.

2.2

Methods

To find the parameters for which frequency-based AF methods produce accurate
phylogeny from sequences of different levels of divergence using k-mers, we
simulated genomes for multiple related individuals and estimated phylogenies
using AF methods based on k-mer frequencies. We also simulated and estimated
phylogenies from simulated HTS read data to compare the accuracy of the
phylogenetic trees between two types of sequence data.

2.2.1 Trees
We initially generated a balanced tree for simulations with eight individuals and
equal branch lengths (Figure 2.1). We varied these branch lengths for simulations
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from 10 to 10 substitutions per site incremented by orders of magnitude. These
datasets provide a testable range of sequence divergence to assess the sensitivity of
alignment-free methods in recovering the topology.

Figure 2.1: A balanced reference tree of 8 samples.

2.2.2 Assembled genome data simulation
We simulated genomes using a subset (for efficiency purposes) of the reference
human genome, chromosome 19 (Lander et al., 2001), as an ancestral sequence. A
custom script was used to generate 5 sets of data (one per order of magnitude) with
8 genomes per set (Figure 2.1). We repeated the analysis 100 times per set to
examine statistical significance.
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2.2.3 Raw-read data simulation
We simulated HTS read sequences on each of the simulated genomes using two
methods - the Illumina read simulator in BBMap (Bushnell, 2014) and a custom
“sliding window” method to generate reads containing identical coverage of every
location in the genome. This allowed us to compare the sensitivity of the approach
to stochastic variation in coverage. Simulated Illumina read sequences were
generated for 10X and 100X coverages to compare how efficiently the method
works at the two levels of coverage with no sequencing errors. We used a custom
script to generate read sequences at 10X coverage using the “sliding window”
method where each read was generated by sliding a window of 150 bp along the
sequence with 15bp overlap. We repeated the analysis of reads at 10X coverage
generated by the custom script and the reads generated at 10X coverage by the
Illumina read simulator 100 times per set to examine statistical significance.
Analysis of the Illumina read dataset at 100X coverage was only repeated 10 times
due to high memory usage.
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2.2.4 Distances between assembled genomes based on k-mer frequencies
To calculate distances between genomes we first generated k-mer profiles using
Jellyfish (Marçais & Kingsford, 2011), a tool for fast, memory-efficient counting of
k-mers in the DNA sequence, for k values in the range 4 through 16 for each
sequence in the sets of the simulated data. Each k-mer profile contains the
frequency of canonical k-mers (k-mer or its reverse complement, whichever comes
first lexicographically) present in the genome. We performed genome distance
calculations using two metrics, Euclidean distance (2.1), and cosine distance (2.2).
Both metrics use the exact count of k-mers present in the sequences and thus
represent the extent of similarity that sequences share with higher sensitivity
relative to methods that use only a subset of k-mer frequencies found in a genome.
The Euclidean distance is based on the inclusion of all of the k-mer frequencies
through the union operation and therefore takes into account the complete k-mer
profile of a sequence. Conversely, cosine distance uses the set intersection of
k-mer profiles and uses less information about the sequence, but has the advantage
of not being sensitive to the number of reads. Specifically, cosine distance looks at
the angle between two vectors in high-dimensional space, while ignoring their
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length. Greater read coverage changes the magnitude of a vector but not its
distance to any other vector.
We calculated the set intersection (for cosine distance) and the set union
(for Euclidean distance) for each pair of k-mer profiles using custom scripts for
distance calculations. Computational resources required to calculate distances on
such a large set of genome data, based on the frequencies of k-mers, grow
exponentially as the length of k increases. Thus, to accommodate multiple datasets
with a large number of genomic-scale sequences, we computed distances between
each pair of k-mer profiles using TensorFlow (Martín Abadi et al., 2015) and
multiple GPUs.

(2.1)

(2.2)
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2.2.5 Distances between raw read sequences based on the k-mer frequencies
To calculate distances between read sequences we built k-mer profiles using the
same approach as in the genome analysis for k-mer lengths 4 through 16 (for reads
of uniform coverage), or 10 through 23 (for reads of non-uniform coverage) for each
sequence. Our preliminary results showed lower accuracy in phylogeny estimation
from reads of non-uniform coverage using shorter k-mers thus we increased the
k-mer length range for this dataset. To emulate the real-life analysis process we
filtered out singletons, which are usually considered as being possible errors
produced by the sequencer in the real dataset (Melsted & Pritchard, 2011). We
analyzed longer k-mers to overcome possible k-mer homoplasy in read analysis
(Fan et al., 2015). We calculated the set intersection and set union of k-mers. For
reads of non-uniform 10X coverage, we calculated cosine and Euclidean distances.
We saw lower accuracy in phylogeny reconstruction using Euclidean distance
metric in raw reads and thus used only cosine distances for analyzing reads of
uniform 10X coverage and reads of non-uniform 100X coverage. We used
TensorFlow (Martín Abadi et al., 2015) and multiple GPUs to accommodate large
datasets of k-mer profiles, which grow exponentially as k-mer length increases.
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2.2.6 Phylogeny estimation
To evaluate our approach we examined the grouping of samples based on the
distances among them. We built phylogenetic trees using the Neighbour-Joining
algorithm for each dataset (Pavlopoulos et al., 2010). We measured the similarity
between the generated tree and the reference tree by calculating the
Robinson-Foulds (RF) distance (Robinson & Foulds, 1981).

2.2.7 Adding efficiency to calculations
We hypothesized that the majority of k-mers are infrequent. Approximately 99% of
5

12-mer frequencies in a human genome at 30X coverage are < 10 (Figure 2.2) and
will not contribute to the dot product in the cosine distance calculation due to
their low frequency. Thus, removing these k-mers from the calculation could
reduce computation time without impacting the cosine distances. To better
understand the distribution of k-mer frequencies, we built histograms.
Frequencies were normalized by the level of genome coverage. In the analysis of
complete genomes, we filtered out k-mers with frequencies below thresholds
0

7

ranging from 10 to 10 at different orders of magnitude, recalculated distances for
each set of filtered k-mers, and examined the closest sample to each sample. This
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ensured an appropriate comparison between the tree generated by analysis of the
full dataset and the tree from the filtered data.

Figure 2.2: Histogram of 12-mer frequencies per single human genome at 30X
coverage.

2.3

Results

2.3.1 Phylogenies from simulated assembled genome data
Phylogenies built from Euclidean distances had a median RF score of 0 for all
substitution rates with k-mer lengths of 9 - 16 (Figure 2.3a), (means = 0.44 - 1.22; sd
= 1.15 - 1.57). Median RF scores of 2 - 10 were produced for phylogenies generated
from distances calculated using k-mer lengths 4 - 8 for the same dataset (means =
0.94 - 9.3, sd = 1.16 - 2.52) (Appendix 1, Table A1).
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The cosine distance metric produced median RF scores of 0 for all
substitution rates with k-mer lengths 9 - 16 (Figure 2.3b), (mean = 0.08 - 0.28, sd =
0.39 - 0.85). Median RF scores of 0 - 10 were produced for phylogenies built from
distances calculated using k-mer lengths 4 - 8 (mean = 0.64 - 9.3, sd = 1.13 - 2.55)
(Appendix 1, Table A2).

a)

b)

Figure 2.3: Example violin plots of the distribution of Robinson-Foulds scores
calculated for 100 trees generated from simulated genomic data when compared to
-5

-1

the reference tree for a range of substitution per site of 10 to 10 incremented by
orders of magnitude. The median RF score was 0 for all values. Each sample is an
assembled genome. a) Trees were generated from Euclidean distances calculated

using the k-mer length of 12. K-mer lengths 10 -16 produced comparable plots. b)
Trees were generated from cosine distances calculated using the k-mer length of 9.
K-mer lengths 10 -16 produced comparable plots.
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2.3.2 Phylogenies from simulated reads at uniform coverage
Comparison of the phylogenetic trees generated from cosine distances calculated
between read sequences simulated by the “sliding window” method at uniform
10X coverage to the reference tree produced a median RF score of 0 for all rates,
and k-mer lengths of 10 through 23 (means = 0.06 - 0.36, sd = 0.34 - 1.18). Median
RF scores of 0 - 10 were produced for phylogenies generated using k-mer lengths 4
through 9 (means = 0.64 - 9.26, sd = 1.13 - 2.64) (Appendix 1, Table A3).

2.3.3 Analysis of simulated reads with non-uniform coverage
Comparison of phylogenetic trees generated from cosine distances calculated
between simulated Illumina read sequences at 10X non-uniform coverage (as
would occur in empirical sequencing data) produced median RF scores of 8
through 10 for k-mer lengths of 10 through 23 (means = 8.68 - 10, sd = 0 - 0.99) for a
-5

-1

range of substitutions per site, 10 to 10 (Appendix 1, Table A4). A comparison of
phylogenetic trees generated from Euclidean distances calculated for the same
dataset produced the same median RF scores of 10 for the k-mer length of 10
through 23 (mean = 10, sd = 0) (Appendix 1, Table A5).
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To analyze the method’s performance at higher sequencing coverage we
increased the coverage of the simulated Illumina reads to 100X for 10 samples and
recalculated the distances. A comparison of phylogenetic trees generated from
cosine distances produced median RF scores of 8 to 10 for k-mer lengths 10
through 23 (mean = 7.6 - 10, sd = 0 - 2.27) for all rates (Appendix 1, Table A6).

2.3.4 Filtering of infrequent k-mers and efficiency improvements
Each sample’s nearest neighbor remained the same after filtering out k-mer
5

frequencies below 10 . We rebuilt the dendrograms and confirmed that the
clustering of samples was not affected by filtering out frequencies below this
threshold value while reducing computation time. Calculating cosine distances on
filtered frequencies was 25 times faster than calculating on unfiltered frequencies.
Calculating cosine distance between a pair of 12-mer human genome profiles took
48 seconds using TensorFlow (Martín Abadi et al., 2015) with a GPU-based
framework nVidia Tesla K40c with 128Gb of RAM; thus, distance calculations for
25 samples would take four hours. However, calculating distance on a pair of
5

12-mer profiles that do not include frequencies below 10 takes only two seconds.
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2.4

Discussion

In this work, we show that a frequency-based AF approach is suitable for analyzing
data with high numbers of substitutions per site. Our AF approach was able to
recover the expected phylogeny from data containing a high number of
substitutions using longer k-mers and cosine and Euclidean distances. These
results suggest that an AF approach may be applied in place of traditional
alignment-based methods where the problem of genome saturation and LBA in
phylogeny reconstruction exists (Brinkmann et al., 2005). Identification of k-mer
length ranges that are appropriate for phylogeny reconstruction from a dataset
with a range of numbers of substitutions per site may serve as a recommendation
for the selection of suitable parameters for frequency-based AF methods.
In the analysis of the whole genome data our AF approach successfully
reconstructed the phylogeny from the genome with realistic substitution rates,
using a range of higher k-mer lengths using cosine and Euclidean distance
metrics. However, the method produced less accurate phylogeny from sequences
using shorter k-mers, even from more closely related sequences. Our results of
successful phylogeny reconstruction with k-mer frequencies using longer k-mers
are consistent with prior work suggesting longer k-mers are required to produce
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accurate phylogenies (Sims et al., 2009; Wang et al., 2014; Jun et al., 2010). For
example, another frequency-based method (FFP) successfully reconstructed the
phylogeny from assembled microbial genomes using longer k-mers and
Jensen–Shannon Divergence, while a method based on the number of word
matches (D2) was shown to successfully estimate phylogeny from nucleotide and
amino acid sequences, using D2 statistics family and a higher k-mer length. Here
we confirm these results with alternative distance metrics.

2.4.1 AF approach accurate with reads of uniform but not stochastic coverage
The AF approach based on k-mer frequencies was able to capture the correct
phylogeny from reads at a uniform level of coverage. The analysis of the reads at
precisely 10X coverage, where each base was sequenced exactly 10 times, produced
a correct phylogeny for all datasets using longer k-mers. However, the method was
not able to recover the correct phylogeny for the same dataset using a lower range
of k-mer lengths. This result mirrors the results with whole-genome data but
expands to allow for the truncation of k-mers due to short reads.
In reality, a uniform level of coverage is not plausible due to the randomized
nature of the sequencing process. However, analysis of simulated read data
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generated by the Illumina simulator at non-uniform coverage did not produce the
expected phylogeny for datasets even at high coverage levels. The random nature
of sequencing likely introduces stochasticity to the k-mer frequencies and
negatively affects the distances between sequences (Song et al., 2013). While low
sequencing coverage and sequencing errors are known to have a negative effect on
phylogeny reconstruction using AF methods based on k-mer frequencies (Fan et
al., 2015), even at high read coverage, the counts of k-mers are distorted due to the
randomized nature of the sequencing algorithm. Cosine and Euclidean distances
were sensitive to these distortions resulting in a phylogenetic error in our analysis.
Because the accuracy of the AF approach based on k-mer frequencies is
highly dependent on the precision of the read coverage, using read data would
depend on correction for sequencing error and coverage depth. Both cosine and
Euclidean metrics take exact counts of k-mer frequencies present in a genome.
Incongruence in the frequencies due to variable read coverage and sequencing
error skews the distance between two vectors of k-mer counts.
Alternatively, other non-frequency-based methods may be considered. For
instance, methods based on micro-alignments (Haubold et al., 2015; Yi & Jin, 2013)
and methods based on the number of word matches (Ondov et al., 2016;
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Sarmashghi et al., 2019; Fan et al., 2015). These methods employ several techniques
to correct for the effects of coverage and sequencing error. The techniques range
from estimating the amount of sequencing error and coverage and including the
estimates into the distance formula (Sarmashghi et al., 2019) to correcting tip
branches and bootstrapping the obtained phylogenetic trees (Fan et al., 2015).

2.4.2 Choice of distance metric
The choice of metric for calculating genome distances affected the accuracy of
phylogeny reconstruction. While cosine and Euclidean distance metrics produced
distances from which an accurate phylogenetic tree was recovered from genomes
when analyzing reads, the Euclidean distance metric produced a less accurate
phylogeny. Prior work has also found that AF tools that employ different metrics
performed differently depending on the data type - assembled genomes and
unassembled raw reads (Zielezinski et al., 2019). For instance, AFKS (Luczak et al.,
2019), an AF tool that employs the Jaccard index metric, was more accurate at
phylogeny reconstruction from assembled genomes and less accurate for
phylogeny reconstruction from unassembled raw reads using the same metric. On
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the other hand, mash (Ondov et al., 2016), a method that also uses the Jaccard index
metric, produced accurate results for both data types.

2.4.3 Filtering low-frequency k-mers
Filtering out infrequent k-mers improved the computational efficiency of the
method. Earlier work by (Melsted & Pritchard, 2011; Roy et al., 2014) discussed
filtering out low k-mer frequencies, in particular, singletons due to them being a
result of sequencer error. Our analyses showed that infrequent k-mers constitute
the majority of k-mer content in the genome. Distance calculation using only
frequent k-mers showed no negative effect on the accuracy of the results and
greatly reduced the computational time of the method. We believe the majority of
the information comes from a small fraction of the most frequent k-mers. These
results suggest the feasibility of using only a subset of data to improve
computational efficiency in cases where large sets of genome-scale data are
analyzed.

In this chapter, we found that the frequency-based alignment-free methods
are most suitable for analyzing assembled genomes using longer k-mers. On the
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other hand, the method did not produce accurate results using sequenced data
even at high coverage and using longer k-mers. From these results, we conclude
that we can apply frequency-based alignment-free methods to analyze the k-mer
content of assembled genomes reliably.
Before the analysis of similarities in genome variation between samples of
different cancer types, we need to bridge to the analysis of genomic similarities
between healthy genomes. Such similarities can be identified from the k-mer
content of human genomes from different populations. We hypothesize sequences
of the same population to look more similar and therefore group together.
Conversely, sequences of different origins should look less similar to each other
and therefore do not group. These results will unfold mutational changes in
genomes and improve understanding of genome evolution which later can be
translated into identifying similarities across cancer types based on mutational
patterns found in a sequence.
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Chapter 3
Determining population structure from k-mer frequencies

3.1

Introduction

Identification of population structure can be informative for genetic ancestry and
provide information about both demographic history and geographic origins
(Novembre et al., 2008). When populations are subdivided, they can evolve as
separate lineages.
Population structure is a complex phenomenon influenced by the joint
effects of evolutionary processes that encompass recombination, mutation, genetic
drift, demographic history, and natural selection (Andam et al., 2017). More
precisely, population structure is a systematic difference in allele frequencies
among populations due to non-random mating among individuals. Genetic
differences within and among populations are examined by studies in population
genetics that investigate changes in frequencies of alleles and genotypes over time
within and between populations (Clark, 2001). The movement of genes into or out
of a population constitutes gene flow (Andrews, 2010). Understanding the gene
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flow connections between populations is informative in evolutionary studies of
populations (Ellstrand & Rieseberg, 2016). For example, gene flow, or a gene
transfer from one population to another is often indicative of the earlier migration
processes (Choudhuri, 2014). When individuals of a single population possess
recent ancestry from two or more separate sources, this population is called
admixed. These populations demonstrate high levels of genetic diversity, that
reflect contributions of their multiple ancestral groups and come as a result of the
intermixture of source populations with different genetic variants (Boca et al.,
2020).
Various areas of scientific research demonstrate the importance of
population studies (Elliot A. Schulman et al., 2010; Mills & Rahal, 2021; Smock &
Schwartz, 2020). For example, studies in population structure across marine
species

have

analyzed

connectivity

among

populations,

leading

to the

establishment of networks of marine protected areas (Pascual, 2019; Shen et al.,
2019). These are fundamental for ensuring the long-term survival of ecosystems
inhabited by these species (Zhao et al., 2021). Understanding this connectivity
among populations, which entails evaluation of population genetic structure across
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taxa, is a key factor for the effective design of these networks and preserving
biodiversity on a large scale (Pascual, 2019; Shen et al., 2019).
Population stratification is also an important confounding variable in
Genome-Wide Association Studies (GWAS) due to the possibility of inaccurate
associations between genotype and the trait of interest in a genetic study (Bayless
et al., 2017). The presence of population structure in the data may cause false
positive or negative associations between genotype and trait from differences in
local ancestry that are not related to disease risk or trait variance (Hellwege et al.,
2017). Thus identification of population structure promotes early statistical control
(correction for population structure) and removes the confounding factors (M. Li et
al., 2010). This enables GWAS to find new genetic associations and improve the
detection, treatment, and prevention of certain diseases (Friedrich et al., 2012;
Ingram et al., 2007; Mulcare et al., 2004; Tishkoff et al., 2007).
There are three types of population inference approaches: model-based,
distance-based, and statistical (sometimes referred to as algorithmic (Alexander et
al., 2009)). An example of a model-based population inference approach is
Structured Association, which assigns samples to subpopulation clusters (possibly
allowing fractional membership in a cluster) using a model-based clustering
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program such as structure (Pritchard et al., 2000; Rosenberg et al., 2002). However,
the applicability of this approach to large genome-wide data sets is limited by its
high computational cost when allowing fractional cluster membership (Price et al.,
2010). Faster model-based approaches, such as admixture (Alexander et al., 2009),
fastStructure (Raj et al., 2014), and frappe (Tang et al., 2005) adopt the likelihood
model embedded in structure but incorporate relaxation methods for improving
computational efficiency. These approaches are based on genetic assumptions
about the data. These include the Hardy-Weinberg equilibrium (HWE) for
populations and linkage equilibrium (LE) between loci within each population,
which must be met for accurate analysis (Pritchard et al., 2000); erroneous data
assumptions may lead to misleading results (Liu & Zhao, 2006; Tang et al., 2005).
More specifically, marker deviation from the equilibrium signifies a possible
genotyping error and thus such marker should be excluded from further analysis
(Alhusain & Hafez, 2018). Additionally, before running these methods, the number
of populations (K) must be set but may not be known in advance.
Alternative distance-based population inference approaches adopt a
pairwise distance matrix computed among each pair of individuals. Some examples
of distance-based approaches are Genetic Similarity Score Matching (GSM) (Guan
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et al., 2009), Spectral-GEM (A. B. Lee et al., 2010), and FastPop (Y. Li et al., 2016).
GSM and Spectral-GEM require high computational intensity when the sample
size is large. FastPop results in complex computation and has not been established
when inferring genetic ancestry among more than 4 populations (Byun et al., 2017).
Statistical approaches, such as PCA, can be applied to genotyped data
(individual allele frequencies, single-nucleotide polymorphism (SNPs)) to extract
linear combinations of individuals that share the greatest similarities. A graphical
overview (scatter plot) of the population structure can be shown using principal
components as axes of variations. PCA is efficient and has been implemented for
ancestry inference in eigenstrat (Patterson et al., 2006; Price et al., 2006) and
smartpca (Patterson et al., 2006).
While model-based approaches are very powerful in population structure
identification, they require intensive computational cost, operate on genetic
assumptions that must be held, and are sensitive to sample size (Gao & Starmer,
2008). On the other hand, statistical approaches can handle large-scale genomic
datasets and are not restricted by genetic assumptions (Alhusain & Hafez, 2018).
Usually, population stratification approaches operate on genotypes, such as
SNPs (germline substitution of a single nucleotide at a specific position in the
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genome) or microsatellites (a tract of repetitive DNA motif), and haplotype
frequencies (a group of alleles in an organism inherited from a single parent)
generated from the sequenced data, which require careful data preprocessing
steps. Specifically, before analyzing the data for population stratification it is
necessary to examine the quality of each marker and determine which are of high
quality and are suitable for the analysis. The quality of the SNP markers is
determined by assessing the SNP call rate (proportion of individuals in the study
for which the corresponding SNP information is not missing) to verify the amount
of missing data for each marker, followed by the application of a statistical test to
determine whether a marker follows the Hardy-Weinberg equilibrium, as well as
filtering out SNPs with low minor allele frequencies (MAF) (Alhusain & Hafez,
2018).
Identification of population structure is a computationally intensive task.
The number of available markers grows as the number of samples included in the
analysis increases thus reducing the efficiency of computation. Overall,
identification of these genotypes requires rigorous steps, and reducing the number
of informative markers is often desirable for efficient population structure
identification (Alhusain & Hafez, 2018; Stevens et al., 2011). Ancestry informative
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markers are a set of minimum markers needed to determine the population
structure and lower the genotyping cost. Selection of informative markers using
the supervised method relies on self-reported ancestry information from
individuals, while the unsupervised approach applies PCA to determine markers
that are associated with the significant principal components and then score each
marker (Paschou et al., 2007).
The 1000 Human Genome Project, for instance, in their study of human
variation (1000 Genomes Project Consortium et al., 2015) utilized haplotypes data,
which required careful construction of high-quality haplotypes, followed by the
identification and addition of high confidence bi-allelic variants and concluded
with the individual placement of multi-allelic and structural variants onto the
haplotype scaffold.
One of the drawbacks of analyzing marker genotypes is that genotypes are
prone to sequencing errors (Glenn, 2011; Goodwin et al., 2016; Mardis, 2013; Salk
et al., 2018). Specifically, incorrect inference of genotypes may be due to low
coverage

of

DNA

sequencing

(Lachance,

2016).

The

assumptions

of

Hardy-Weinberg proportions, which must be met for the marker to be included in
the analysis, sometimes are not met due to genotyping errors (Laurie et al., 2010).
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Markers that do not meet this requirement should not be included in the analysis
(Alhusain & Hafez, 2018).
Principal component analysis has an advantage over the model-based
approaches of being a non-parametric method (it does not require a predefined
number of populations) and does not rely on modeling assumptions (HWE, LE), as
well as is computationally efficient. Albeit, current PCA-based approaches, just as
model-based approaches, operate on genomic markers, which require careful
identification to be useful for population stratification.
In this work, we investigate our ability to determine population structure
with PCA using frequencies of k-mers present in a genome. Information on the
presence and absence of k-mers has shown promising results in population
differentiation

whole-genome

sequencing

reads

from

two

distinct

superpopulations (Rahman et al., 2018). K-mers are shorter substrings that can be
“overlapped” to reconstruct the full sequence and deliver equivalent genomic
information as a whole sequence (Compeau et al., 2011). K-mers or k-mer profiles
of a sequence (k-mer and its frequency in the genome) can be generated efficiently
(Marçais & Kingsford, 2011). Then the structure of the genome can be investigated
directly from the k-mer profiles of the genome. The problem of sequencing or
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genotyping errors may be reduced because PCA normalizes the k-mer frequencies;
therefore extra counts of frequencies that could potentially accrue due to
sequencing errors should not substantially influence the PCA projection.
Additionally, sequencer errors can be identified and removed by filtering out
k-mers of frequency one (singletons), which are generally considered a result of
sequencer error (Shendure & Ji, 2008; Wang et al., 2019), and not to be included in
the final PCA computation.
In this study, we examined how well population structure could be
identified using samples from across five human superpopulations based on k-mer
frequencies present in a genome, to formulate a quick and accurate approach for
population structure identification. The structure of these populations has been
established

previously

and

includes

both

the

separation

of

the

five

superpopulations, independent populations within these, and populations with
mixed ancestry (1000 Genomes Project Consortium et al., 2015). We were able to
apply PCA to frequencies of k-mers present in genomes to accurately separate
superpopulations and populations, and identify admixed individuals. For
comparison, we investigated population stratification based on the number of
k-mer matches between pairs of genomes using a popular alignment-free sequence
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comparison tool, mash (Ondov et al., 2016). We were able to build accurate
population trees using this approach; however, the results depended on the
parameter selection and it was difficult to identify a priori the k value (k-mer
length) and sketch (reduced representation of a sequence) size needed for accurate
results. Thus, the practicality of this approach is limited compared to our PCAs of
k-mer frequencies.

3.2

Methods

3.2.1 Differentiating human superpopulations
To examine the use of k-mer frequency-based methods in identifying population
structure we first obtained genome data for humans from the International
Genome Sample Resource (IGSR) (Clarke et al., 2017). These data have been used to
identify human population structure (1000 Genomes Project Consortium et al.,
2015), thus providing a comparison for the population structure we identify with
our alternative approaches. This dataset contains genome data for individuals
classified by superpopulation as Africa (AFR), East Asia (EAS), Europe (EUR),
South Asia (SAS), and the Americas (AMR). Each superpopulation contains
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multiple populations. For our initial analysis, we analyzed one population per
superpopulation. We downloaded sequenced reads that were aligned to the
GRCh38 human reference sequence for 6 samples from a single population per
superpopulation identified as having the least admixed origin (referred to here as
“non-admixed”) (Clarke et al., 2017) :
1. Luhya population in Webuye, Kenya (LWK) of African Ancestry
2. Peruvian population in Lima, Peru (PEL) of American Ancestry
3. Toscani population in Italy (TSI) of European Ancestry
4. Indian Telugu population in the UK (ITU) of South Asian Ancestry
5. The Japanese population in Tokyo, Japan (JPT) of East Asian Ancestry
All samples were sequenced using PCR-free high coverage technology and listed
under the “1000 Genomes 30x on GRCh38” data collection. Data were accessed as
cram files. Each cram file was converted into a bam file using samtools. We then
used the bcftools mpileup command to filter out regions with low-quality scores,
call the variants, and perform pileups. Finally, the fasta files were built using the
bcftools consensus command.
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3.2.2 Population structure from k-mer frequencies using PCA
For each sample, we built profiles of canonical k-mers (k-mer or its reverse
complement, whichever comes first lexicographically) from the fasta file using
Jellyfish (Marçais & Kingsford, 2011), a tool for fast, memory-efficient counting of
k-mers in the DNA sequence, for k-mer length 21. When choosing the length of
k-mers we were guided by a general rule used by the alignment-free methods for
sequence comparisons - shorter k-mers are more likely to be present in a sequence
(e.g. 1-mers); thus they are less informative in analyzing closely related genomes
(Bernard et al., 2016); however, longer k-mers are more unique to particular species
and are therefore more useful for similarity identification across species
(Greenfield & Roehm, 2013). Moreover, widely used alignment-free sequence
comparison tools such as mash found a k-mer length of 21 to give accurate
estimates of sequence similarities (Ondov et al., 2016). We filtered out singletons to
account for possible errors produced by the sequencer (Melsted & Pritchard, 2011).
We then sorted each k-mer profile in alphabetical order and calculated the
intersection of k-mer profiles across all samples. Additionally, sequencer errors
were identified and removed by filtering out k-mers of frequency one (Marçais &
Kingsford, 2011). For this purpose, the flag -L 2 is used when analyzing the k-mer
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content of the sequence with Jellyfish (applicable to our method) to only include
k-mer frequencies above 1.
We performed a Principal Component Analysis (PCA) on vectors of k-mer
frequencies of each sample in python using the scikit-learn (sklearn) library
(Pedregosa et al., 2012). We normalized the data (frequencies of k-mers) scaling all
the values to be between 0 and 1 using the StandardScaler function from the
scikit-learn (sklearn) library (Pedregosa et al., 2011). Normalization of the dataset is
a necessary step due to PCA calculating a new projection of the dataset with new
axes based on the standard deviation of the variables (Jolliffe & Cadima, 2016).
Variables with different standard deviations (high versus low) will have different
weights for axes calculation. Normalization of data allows for uniform standard
deviation across all variables, thus PCA calculates axes with all variables having
equal weight. We visualized the projection of the two principal components (PCs)
with the most variance using a scatter plot from the matplotlib package (Hunter,
2007).
To identify populations, we used K-Means clustering based on the PCs
(Ding & He, 2004; C. Lee et al., 2009). We found the optimal number of principal
components that capture the greatest amount of variance in the data by plotting
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the explained variances in a bar plot. We used explained variance ratio as a metric
to evaluate the usefulness of the principal components and to choose how many
components to use in the model (Jombart et al., 2010). The explained variance ratio
is the percentage of variance that is attributed by each of the selected components.
To avoid overfitting the model we chose the number of components to include in
the model by adding the explained variance ratio of each component until we
reach a total of around 80%, which is considered an adequate amount of variance to
derive informative results (Jolliffe & Cadima, 2016). We used the subspace defined
by PCs to cluster samples into different numbers of groups (k from 1-10). We
determined the optimal number of clusters (K) by using the “elbow method”
heuristic approach (Yuan & Yang, 2019). The sum of the squared distances to the
nearest cluster center (aka inertia) was measured using the K-Means model for
each k. From the scree plot, we determined the “elbow point”, i.e. the point after
which the inertia starts flattening out. We clustered the dataset by fitting the
numbers of PCs with 80% of the variance into the K-Means model with k number
of clusters.
Because the PCs with 80% of the variance caused undecidability in the
K-Means clustering algorithm (Figure 3.1), we hypothesized that the dataset
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contains a lot of noise which suppresses the true biological signal, and only a small
fraction of k-mers “drives” (dominates) the data. From the scree plots of PC
variance and K-Means inertia plots, we saw that the variance is spread out, mostly
equally, through all the PCs. Commonly, the first three PCs contain most of the
variance of the data (around 80%), however, our dataset shows that the first three
PCs have only a slightly higher variance than the rest of the PCs. Nevertheless,
when using the first two PCs we saw deterministic results by K-Means and they
matched the expected results. Thus we used the first 2 PCs throughout this work.
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Figure 3.1: Scree plot showing the non-deterministic number of clusters (no “elbow
point”) determined by K-Means using 21 PCs (80% of the variance) from k-mer
frequencies of five superpopulations.

3.2.3 Human population structure and substructure
The analysis of the dataset including all five superpopulations showed strong
differentiation of the African (AFR) superpopulation from the rest of the
superpopulations. Thus, we repeated the analysis for four superpopulations
excluding AFR, with 24 samples of non-admixed origin (AMR_PEL, EAS_JPT,
EUR_TSI, and SAS_ITU).

3.2.4 Differentiating human populations with k-mer frequencies using PCA
Because we were able to differentiate human superpopulations, we examined
whether

this

approach

could

differentiate

populations

within

those

superpopulations. We obtained an additional 12 samples (6 per population) of
European Ancestry and East Asian Ancestry of non-admixed origin:
6. Finnish population in Finland (FIN) of European Ancestry
7. Dai Chinese population in Xishuangbanna, China (CDX) of East Asian
Ancestry
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Genomes for each individual were obtained as described above. We repeated our
analysis with these six populations from four superpopulations (excluding AFR).

3.2.5 Admixed populations
To determine whether we could identify populations of admixed origin, we
selected samples from populations that were previously identified as comprising
roughly equal parts of fractional membership of two non-admixed populations
(1000 Genomes Project Consortium et al., 2015) from the same superpopulation (we
refer to these as “admixed” populations). We obtained six samples from the Han
Chinese population in Beijing China (CHB) of East Asian ancestry that appears to
be a mixture of JPT and CDX ancestry, and another six samples from Utah
residents (CEU) of Northern and Western European ancestry that appear to be a
mixture of FIN and TSI ancestry. Genomes for each individual were obtained as
described above. We repeated our analysis with these eight populations from four
superpopulations (AMR_PEL, EAS_CDX, EAS_CHB, EAS_JPT, EUR_CEU,
EUR_FIN, EUR_TSI, and SAS_ITU; excluding AFR).
Because we continued to differentiate the four superpopulations, we
focused a subsequent analysis on the single EAS superpopulation with 18 samples
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(12 of non-admixed and 6 of admixed origin; EAS_CDX, EAS_CHB, and EAS_JPT)
to determine our ability to identify admixture. We repeated our PCA analysis on
these samples alone. Additionally, we repeated the analysis on the single EUR
superpopulation with 18 samples (12 of non-admixed and 6 of admixed origin;
EUR_CEU, EUR_FIN, EUR_TSI).

3.2.6 Population structure from a number of shared k-mers
For comparison with our kmer frequency-based PCA approach, we examined
population identifiability using mash (Ondov et al., 2016). mash can be used to
build phylogenies for family-level data and shows promise for population genetic
analyses of polyploid sequences (VanWallendael & Alvarez, 2021). The principle
behind mash is that each sequence is converted into a MinHash sketch, a vastly
reduced representation of a sequence, then two sketches are compared by
calculating the fraction of shared k-mers between a pair of sequences (Jaccard
index). Finally, the mash distance is calculated, which estimates the rate of
sequence mutation under a simple evolutionary model (Ondov et al., 2016). mash
has been investigated for basic population genetic analyses of polyploid and
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diploid species and showed some promising results in the population stratification
of plants (VanWallendael & Alvarez, 2021).
For each sample we built mash sketches using a mash sketch command
with -m 2 flag to filter out single k-mers, -k N flag to analyze the k-mer length of
N, and -s M flag to build sketches of size M. We repeated the process for
parameters of -k N = 21, 24, 27, 29, 32 and -s M = 1000, 3000, 5000, 7000, 8000, 9000,
10000, 12000, 15000, 18000, 20000, 23000, 25000, 28000, 30000 to compare the
results for a different set of parameters. We calculated pairwise distances between
each pair of samples using mash and used the distances to build a
Neighbor-Joining tree (NJ) for each set of parameters - k-mer length and sketch
size. mash does not assign samples by population thus to verify that grouping by
superpopulation we checked for monophyly of each of the groups in the NJ tree by
superpopulation label. We used the is.monophyletic function in the R package
(Paradis & Schliep, 2019) to check whether each population was monophyletic in
the resulting tree and ggplot (Wilkinson, 2011) to plot the Boolean values for
whether the tree with all the populations contained clades that are all
monophyletic.
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3.3

Results

3.3.1 Population structure of five superpopulations shows two major groups
To differentiate samples from 5 human superpopulations we used principal
component analysis with a K-Means clustering algorithm. 80% of the variance was
captured by 21 PCs. The first two PCs contained 14.5% of the variance.
Using 21 PCs, which hold 80% of the variance, caused undecidability in the
K-Means clustering algorithm where no obvious inflection (elbow) point was
observed (Figure 3.1). However, using the first 2 PCs, which hold 14.5% of the
variance, showed deterministic results in K-Means clustering (Figure 3.2). Thus, we
applied K-Means clustering to the first 2 PCs throughout this study. The African
superpopulation was strongly differentiated from all other samples along PC1
(Figure 3.3). The elbow point of the K-Means scree plot (when the change in the
value of inertia is no longer significant) indicated the samples grouped into three
clusters. There was a strong differentiation of samples of African Ancestry
(AFR_LWK) from all other populations on PC1, and differentiation within this
population along PC2 (Figure 3.4).
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Figure 3.2: Scree plot showing a deterministic number of clusters = 3 ( “elbow point”)

determined by K-Means using 2 PCs (14.5% of the variance) from k-mer frequencies
of five superpopulations.
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Figure 3.3: PCA generated using k-mer frequencies from a single population from
each of five superpopulations using 2PCs. Samples are labeled by population.
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Figure 3.4: PCA generated using k-mer frequencies from a single population from
each of five superpopulations using 2PCs. Samples are labeled based on the three
clusters identified by the K-Means algorithm.

3.3.2 Population structure from four superpopulations shows four groups
To determine whether we could differentiate the non-African populations we
repeated the PCA analysis excluding AFR_LWK samples. 80% of the variance was
captured by 18 PCs. The first two PCs contained 13% of the variance. Plotting the
first two PCs, we observe four distinct groups corresponding to the four
superpopulations (Figure 3.5). The elbow point of the K-Means scree plot indicated
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the samples grouped into four clusters (Appendix 1, Figure A1). There was a strong
differentiation of samples by superpopulation (Figure 3.6).

Figure 3.5: PCA generated using k-mer frequencies from 4 superpopulations of
non-admixed origin (excluding AFR) using 2PCs. Samples are labeled by population.
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Figure 3.6: PCA generated using k-mer frequencies from a single population from
each of four superpopulations (excluding AFR) using 2PCs. Samples are labeled
based on the four clusters identified by the K-Means algorithm.

3.3.3 Population structure from four superpopulations including samples of
admixed origin
To differentiate the samples of admixed origin we repeated the PCA analysis with
additional samples of admixed origin from EAS and EUR superpopulation. 80% of
the variance was captured by 36 PCs. The first two PCs contained 8.4% of the
variance. Plotting the first two PCs, we observe four distinct groups corresponding
to the four superpopulations; individual populations were not clearly differentiated
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(Figure 3.7). The elbow point of the K-Means scree plot indicated the samples
grouped into four clusters (Appendix 1, Figure A2). There was a strong
differentiation of samples by superpopulation (Figure 3.8).

Figure 3.7: PCA generated using k-mer frequencies from 4 superpopulations
including samples of admixed and non-admixed origin in EAS and EUR populations
using 2PCs. Samples are labeled by population.
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Figure 3.8: PCA generated using k-mer frequencies from 4 superpopulations with 8
populations of admixed and non-admixed origin using 2PCs. Samples are labeled
based on the four clusters identified by the K-Means algorithm.

3.3.4 Population

structure
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three
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of admixed and

non-admixed origin
To differentiate the samples of admixed origin we repeated the PCA analysis with
samples from the East Asian superpopulation including 1 population of admixed
origin. 80% of the variance was captured by 14 PCs. The first two PCs contained
13% of the variance. Plotting the first two PCs, we observe three distinct groups
corresponding

to

the

three
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CDX,

CHB,

and

JPT

(single
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superpopulation EAS), with the CHB population placed in between CDX and JPT
populations (Figure 3.9). The elbow point of the K-Means scree plot was not
prominent and indicated the samples of admixed origin formed a continuous
grouping (Appendix 1, Figure A3). However, we observed a strong differentiation
of samples by population on PC1 (Figure 3.10).

Figure 3.9: PCA generated using k-mer frequencies from 1 EAS superpopulation
including samples of admixed and non-admixed origin (CDX, CHB, and JPT) using
2PCs. Samples are labeled by population.
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Figure 3.10: PCA generated using k-mer frequencies from 1 EAS superpopulation
with 3 populations (CDX, CHB, and JPT) including samples of admixed and
non-admixed origin using 2PCs. Samples are labeled based on the three clusters
identified by the K-Means algorithm.
Additionally, we repeated the PCA analysis (to differentiate the samples of
admixed origin) with samples from the European superpopulation including 1
population of admixed origin. 80% of the variance was captured by 14 PCs. The
first two PCs contained 13% of the variance. Plotting the first two PCs, we observe
three groups corresponding to the three populations CEU, FIN, and TSI (single
superpopulation EUR), with CEU placed in between FIN and TSI (Figure 3.11).
The elbow point of the K-Means scree plot was not prominent and indicated the
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groups of admixed samples overlapped (Appendix 1, Figure A4). There was a
continuum in the grouping of samples by population on PC1 (Figure 3.12). While
the scatter plot of the PCA provides a graphical overview of the population
structure along the axes of variations of the first 2 PCs, K-Means clusters
individuals into genetically homogeneous subpopulations by placing each
observation to the cluster with the nearest mean (Fränti & Sieranoja, 2018).
Consequently, there is a visual discordance between the two plots.

Figure 3.11: PCA generated using k-mer frequencies from 1 EUR superpopulation
including samples of admixed and non-admixed origin (CEU, FIN, and TSI) using
2PCs. Samples are labeled by population.
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Figure 3.12: PCA generated using k-mer frequencies from 1 EUR superpopulation
with 3 populations (CEU, FIN, and TSI) including samples of admixed and
non-admixed origin using 2PCs. Samples are labeled based on the three clusters
identified by the K-Means algorithm.
To assess the accuracy of clustering output by K-Means we used the
adjusted mutual information (AMI) metric from the sklearn.metrics library
(Pedregosa et al., 2012). We compared the output produced by the K-means model
trained on the data of the first 2 PCs and the expected clustering of samples by
population. The AMI returns a value of 1 when the two partitions are identical.
Random partitions have an expected AMI of around 0 on average and can be
negative (Pedregosa et al., 2012). The AMI score between K-Means clustering and
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the expected clustering from the analysis of the five superpopulations of
non-admixed origin (incl. AFR) was 0.35. The AMI between K-Means clustering
and the expected clustering of the four superpopulations of non-admixed origin
(excl. AFR) was 1.0. The AMI between K-Means clustering and the expected
clustering of the four superpopulations including samples of admixed and
non-admixed origin, one EAS superpopulation including samples of admixed and
non-admixed origin, and one EUR superpopulation including samples of admixed
and non-admixed origin was 1.0, 0.83 and 0.43 respectively.
For the examples of the explained variance plots and the cumulative
explained variance plots see (Appendix 1, Figure A5 - A6).

3.3.5 Memory usage
Analysis of k-mer length of 21 required a considerable amount of space to store a
dictionary data structure with k-mer content for each sequence. Specifically, a
dictionary of 48 vectors of k-mers (in the analysis of 48 individuals) and their
frequencies occupies 41Gb of space in a pickled (compressed) format. Further
reduction of space was possible (38Gb of space, compressed format) by calculating
the intersection of k-mers across all vectors. However, generating these data
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structures required an HPC node with at least 250Gb of RAM before the dictionary
compression step. Additionally, calculating PCA on this dataset required around
239Gb of RAM, and took 2 hrs 36 minutes and 51 seconds of job wall-clock time
on a 36-core HPC node.

3.3.6 Population structure from k-mer presence alone
For comparison with the PCA approach, we used mash to differentiate samples
from the same 5 human superpopulations. Monophyly of the superpopulation
groups was observed on the unrooted tree for some parameters of k-mer length (k)
and sketch size (s) (Figure 3.13 - 3.16). Specifically, the trend of accurate grouping
by population was observed with shorter k-mer length and higher sketch size, and
conversely lower sketch size and longer k-mer length produced trees with
monophyletic groupings of samples by population (Figure 3.17).
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Figure 3.13: Phylogenetic tree built from pairwise mash distances using k-mer length
= 21 and sketch size = 1000 (no monophyly).
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Figure 3.14: Phylogenetic tree built from pairwise mash distances using k-mer length
= 21 and sketch size = 5000 (no monophyly).
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Figure 3.15: Phylogenetic tree built from pairwise mash distances using k-mer length
= 21 and sketch size = 10000 (no monophyly).

86

Figure 3.16: Phylogenetic tree built from pairwise mash distances using k-mer length
= 21 and sketch size = 30000 (monophyly observed).
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Figure 3.17: Heatmap plot for the presence of trees with all superpopulations being
monophyletic built from pairwise mash distances for different k-mer length and
sketch size parameters.

While we saw a general trend of improved accuracy (grouping of samples by
populations) with low k-mer length and higher sketch size, and conversely longer
k-mers and smaller sketch size, we saw exceptions in the accuracy trend for various
parameters. For example, k-mer length 24 and sketch size 3000 produced accurate
results, however, the accuracy dropped with setting k = 24 and s = 5000 and 7000,
and the accuracy picked up again when k = 24 and s = 8000 - 30000. While this test
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case allowed us to compare results to the ground truth, it would be difficult to
select the parameters that produce accurate results.

3.4

Discussion

In this work, we showed that population structure can be detected from k-mer
frequencies using PCA and K-Means. Application of PCA to vectors of k-mer
frequencies reduces the dimensionality of the data, which makes the dataset
manageable for the following step of applying a clustering algorithm to detect
structure (clusters) in the dataset.

3.4.1 Population identification
We hypothesize that our initial observation of two larger clusters in the data from
the five human superpopulations (Africa and all others) is likely due to individuals
from African ancestry populations possessing the greatest genetic variation, as
predicted by the out-of-Africa model of human origins (1000 Genomes Project
Consortium et al., 2015). We conjecture that accurate identification of population
structure on a superpopulation level is due to the majority of the variance in k-mer
frequencies being present on the superpopulation level, which dominates the
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signal. and PCA does not differentiate on the population level but groups the
samples by superpopulations.
However, PCA analysis of superpopulations individually is capable of
differentiation by population. The subspace defined by PCA differentiates the
admixed samples placing them as a separate population in between the two
populations of non-admixed origin. The continuum (“overlap”) in the placement of
samples from different populations (within a single superpopulation), with one of
admixed origin, likely corresponds to the fractional membership of samples as
determined by the 1000 Human Genome Project. More specifically, if there are two
established populations, then samples of admixed origin will be placed on the
coordinates along edges joining the centers of the established populations as
described by (Patterson et al., 2006). The application of PCA and K-Means to k-mer
profiles of genomes makes it easy to detect populations (clusters) present in the
dataset.

90
3.4.2 Identification of population structure based on number of shared
k-mers
mash’s identification of all five superpopulations, including samples of African
origin, suggests that mash has an adequate amount of sensitivity to differentiate
samples by superpopulation even with the presence of samples with higher
numbers of variant sites (AFR) than the rest of the samples. However, grouping
individuals based on k-mer presence using mash distances was more difficult than
using PCA and k-mer frequencies. Specifically, for smaller sketch sizes and lower k
values, differentiation was not always clear. However, with larger sketch sizes, each
population could be assigned correctly. There seemed to be a correlation between
k-mer length and sketch size, where more accurate results were produced with
shorter k-mer length but higher sketch size and longer k-mers but smaller sketch
size. However, the connection between the parameters was reliable only when
verified against results known in advance (known membership of a sample to a
particular superpopulation).
Overall, mash produced accurate groupings (samples were placed on the
tree according to the superpopulation) only for particular k-mer lengths. We were
able to identify the k-mer length which produced accurate results by checking
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with the results produced by the 1000 Genome Project; however, finding the right
parameter for k-mer length would be hard without knowing the correct population
structure in advance. mash is a robust tool for identifying genome relationships on
a species level (Zielezinski et al., 2017); however, on a population level, in
comparison to the PCA approach, mash showed less viable performance for
differentiating populations due to its high sensitivity to parameter selection which
is unknown in advance.

3.4.3 K-mers versus marker genotypes
Our analysis of k-mer frequencies using PCA produced comparable results to the
ones produced by the model-based approach using marker genotypes (1000
Genomes Project Consortium et al., 2015). However, data preprocessing steps
differ between the two (Alhusain & Hafez, 2018). When analyzing marker genotype
data, the quality evaluation of data is a necessary step (Pritchard et al., 2000).
Usually, this evaluation includes an assessment of SNP call rates, MAFs, and
relatedness between individuals. Additionally, the identification of ancestry
informative markers, which constitute a minimal number of markers needed to
obtain population structure, is necessary to ensure the accuracy of the results. On
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the other hand, working with k-mer frequencies requires counting how many of
them are present in a sequence. Generally speaking, k-mers can be defined as
summary statistics of a genome that can be viewed as a continuous variable that
includes SNPs. While k-mers do not provide positional information in the
sequence, this makes them more robust in analyzing sequences that are not easily
alignable. For instance, SNPs may not be easily alignable to the reference when
aligning sequences that contain rearrangements due to mutations (A. C. E. Darling
et al., 2004; A. E. Darling et al., 2010; Prakash & Tompa, 2007).

3.4.4 Consideration of computational efficiency
The PCA-based approach is computationally efficient and can handle genomic
marker data for thousands of individuals (Paschou et al., 2007). PCA was also
shown to be efficient when applied to k-mer frequencies in our work. The major
computational cost comes with the data preprocessing step when analyzing either
datatype (marker genotypes versus k-mer frequencies). More specifically, the
selection of genomic markers involves preprocessing of genetic data which is a
necessary step to ensure the quality of data. Such steps include assessment of SNP
call rates, verification of the HWE assumptions, and selection of SNPs with minor
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allele frequencies above a certain threshold. Additionally, the quality of individuals
must be checked. These steps include the calculation of individual call rates and
identity by descent. Further data preprocessing step, selection of ancestry
informative markers, is performed to improve the computational efficiency of
structure identification (Alhusain & Hafez, 2018). On the other hand, when
analyzing k-mer frequencies, there is no need to select any “informative” k-mers,
rather simply count how many k-mers of particular lengths are present in a
sequence. However, the length should be taken into consideration. While shorter
k-mers are less informative (k-mers of length 1 are present in virtually any
sequence) and longer k-mers are more unique, the number of possible k-mers
grows exponentially as k-mers become longer. The memory requirements needed
to store k-mer profiles also grow with longer k-mers and so does the computational
power needed to calculate distances between sequences based on k-mer
frequencies. Thus, when analyzing k-mers, there is a tradeoff between specificity
and computational efficiency as well as memory cost that should be taken into
consideration.
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3.4.5 Speed of use
While model-based approaches require intensive computational cost, rely on
several genetic assumptions, predefined parameters (number of populations), and
selection of ancestry informative markers (Alhusain & Hafez, 2018), the PCA-based
approach has the advantage of operating without a preset number of populations
and no modeling assumption requirements (C. Lee et al., 2009; Patterson et al.,
2006). This makes the analysis of population structure using a non-model-based
approach a more appealing choice from an efficiency standpoint. However, the two
approaches deliver different types of information. While a more complex but
sophisticated method such as structure describes the population structure by
probabilistic assignment to classes, the PCA combined with K-Means (more
simple but efficient), provides a graphical and quantitative representation of
population structure along axes of variation in the dataset. Thus, the goal of the
investigation of population structure should be taken into consideration when
deciding which approach is more applicable for the analysis.
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3.4.6 Susceptibility to errors
While population stratification using genetic markers is susceptible to genotyping
errors (error occurs when the observed genotype of an individual does not
correspond to the true genotype) (Pompanon et al., 2005), analysis of k-mer
frequencies has the advantage of frequencies being simply total counts of a
particular k-mer found in a genome. Simplicity comes from the fact that
frequencies can be counted manually but are usually accurately and efficiently
identified by several available tools built specifically for this task (Erbert et al.,
2017; Kokot et al., 2017; Marçais & Kingsford, 2011). Errors in k-mer counts occur
when singletons are found in a sequence, which is usually due to sequencing
errors. The majority (99.87%) of k-mers of frequency 1 are not found in a genome
and thus are most likely due to sequencing errors and therefore should be
discarded (Melsted & Pritchard, 2011).

3.4.7 Sample sizes
Model-based population analysis methods are heavily restricted by limited sample
size and an inadequate number of markers analyzed (Lawson et al., 2018). These
methods depend on an estimation of allele frequency that is sensitive to small
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samples. Consequently, allele frequencies are prone to high variations when each
subpopulation is represented by a small sample size (Gao & Starmer, 2008;
Porras-Hurtado et al., 2013). On the other hand, a PCA-based approach does not
depend on allele frequency estimation and thus is not affected by sample size
(Alhusain & Hafez, 2018). In comparison, our analysis, which identifies population
structure from k-mer frequencies, produced accurate results with a number of
samples as low as 6 per population. These results suggest that the method is robust
to low sample size.

As a result of the third chapter, we found that PCA together with K-Means
is able to differentiate populations from k-mer frequencies. The initial motivation
for this work was to analyze sequences that are not always easily alignable, such as
cancer data. Our method for the identification of similarities in genome variations
between healthy genomes is applicable in analyzing similarities in genome
variation between samples of different cancer types. More specifically, we can
analyze k-mer frequencies that were acquired in a genome due to mutational
processes. We hypothesize that grouping of genomes affected by different types of
cancer will signal similarities in their patterns of variation.
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Chapter 4
Identification of cancer type similarities from k-mer
frequencies

4.1

Introduction

While more than 1% of all human genes are implicated via mutation in cancer, in
many cases, the causes of particular types of cancer are still unknown (Sondka et
al., 2018). One approach to understanding these cancers is to elucidate similarities
in different types of cancer through comparative cancer genomics (Martínez et al.,
2015; Newton et al., 2017; Weinstein et al., 2013). Currently, approaches, such as
the PanCancer Atlas of Whole Genomes (PCAWG) analyze individual genes that
are significantly mutated due to a particular cancer type (Chu, 2020; Li et al., 2018;
Rajendran & Deng, 2017; Weinhold et al., 2014; Weinstein et al., 2013). Machine
learning and deep learning techniques use information about passenger mutations
to distinguish cancer from non-cancer phenotypes and classify primary and
metastatic tumors (Jiao et al., 2019; Kumar et al., 2020).
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Mutations present in tumors can be broadly classified into driver mutations
and passenger mutations. Driver mutations are variants that favor tumor growth
(A.-L. Brown et al., 2019), are initiated in driver genes, and are responsible for the
origination and development of cancer. While driver mutations play a crucial role
in cancer development (Colaprico et al., 2020; Stratton et al., 2009), their numbers
are low (mean 4.6 per tumor), which makes them difficult to detect (Aparisi et al.,
2019; ICGC/TCGA Pan-Cancer Analysis of Whole Genomes Consortium, 2020;
Lawrence et al., 2014). Passenger mutations constitute a majority of variance in a
cancerous genome (about 97- 99% of SNVs) (McFarland et al., 2017), are triggered
by the driver mutations, and usually do not have a significant negative impact
(non-functional) on cancer progression (Jiao et al., 2019; Kumar et al., 2020) and
even have been shown to have a damaging effect on cancer, such as slowed tumor
growth, and reduced metastatic progression (McFarland et al., 2017).
A challenge in cancer comparative approaches is in identifying specific
genes that are linked to particular cancer. Challenges are posed by the
intractability of analyzing a large number of genes; defining a gene is also a
problem because a single gene can have multiple functionalities (coding for several
proteins), some genes overlap, small genes can be difficult to detect, and many

99
other complications (J. R. Brown, 2007; Tokheim et al., 2016). An alternative
approach may be to determine broad-scale mutational motifs in the genome
(Rogozin et al., 2018; Vöhringer et al., 2021). Mutations in genomes vary by cancer
type (Weinhold et al., 2014), and driver mutations associated with particular types
of cancer cause patterns of changes in a whole genome (passenger mutations).
These patterns are signatures of particular cancer types and are only detectable by
comparing whole genomes (Vogelstein et al., 2013). For instance, pancreatic
neuroendocrine tumors with MUTYH mutation have a G:C > T:A mutational
signature and the BRCA2 mutation causes widespread genomic instability patterns
across cancers (Scarpa et al., 2017). In breast cancer, patterns of tandem duplication
and deletion are associated with deficient BRCA gene function (Nik-Zainal et al.,
2016). Thus, we expect the analysis of the complete profile of alterations in the
genome (types of changes that occur in genomes on a more broad scale), rather
than specific genes, may draw a more complete picture of the mutational
signatures of cancer.
Examination of genome-scale data requires computationally efficient
approaches (Berger et al., 2016). Alignment-free methods provide a great level of
efficiency and are robust in identifying similarities across large sets of genome
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data (Zielezinski et al., 2019). Commonly, alignment-free methods employ k-mers,
which are shorter substrings of a genome that can be “overlapped” to reconstruct
the full sequence and deliver equivalent genomic information as a whole sequence
(Compeau et al., 2011). Prior work has used k-mers to determine population
structure

from

human WGS data (Hrytsenko et al., 2022) and plants

(VanWallendael & Alvarez, 2022).
Alignment-free methods have the potential to identify similarities in
patterns of mutations among different types of cancer through changes in k-mer
frequencies that occurred due to mutations that cause changes in nucleotides and
subsequently affect k-mer counts. In this work, we explored broad-scale
similarities in genome variations shared between cancer types applying a similar
approach to the one used for population structure identification. We expect that
k-mer distances between genomes of different types of cancer will reflect mutation
bias and reflect the capacity of the genome for structural change. We differentiate
cancer types by analyzing the informativeness of k-mer frequencies of mutational
profiles in identifying genetic variation within different types of cancer and among
cancers. Specifically, we evaluate the ability to differentiate genomes of the
mammary, lung, and liver tumors using PCA and k-mer frequencies, expanded or
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contracted due to mutations, together with unsupervised clustering algorithms.
Membership of different cancer-type genomes in the same cluster suggests
mutational similarities among types. Understanding these similarities may allow
us to investigate treatments relevant to particular cancers.
We show that PCA together with clustering techniques identify similarities
between genomes affected by different types of cancer using k-mer frequencies
acquired in a genome due to mutations. We conjecture that PCA groups samples of
different cancer types based on the similarities in k-mer frequencies affected by
high-impact variants found in particular genes, as well as passenger mutations that
are found to be in the majority.

4.2

Methods

4.2.1 Differentiating cancer types
To examine the use of k-mer frequency-based methods in identifying similarities
of cancer types we obtained genome data for mice from the European Nucleotide
Archive. These data were submitted by The Jackson Laboratory (Menghi et al.,
2018), The National Cancer Center, and The Vanderbilt-Ingram Cancer Center
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(Koblan et al., 2021). The data includes sequences for mammary, lung, and liver
cancers from one normal sample and five tumor samples for breast cancer, three
normal and three tumor samples for lung cancer, and three normal and five tumor
samples for liver cancer type. Data were accessed as paired fastq files. Reads were
quality trimmed to remove adapters using bbmap and aligned to the C57BL/6J
mouse strain reference sequence to produce a sam file using bowtie2 (Sarsani et
al., 2019). Each sam file was converted into a bam file using samtools. We then
used the bcftools mpileup command to filter out regions with low-quality scores,
call the variants, and perform pileups. Finally, a fasta file was built for each sample
genome using the bcftools consensus command.

4.2.2 Cancer type structure from k-mer frequencies using PCA
For each sample, we built profiles of canonical k-mers (k-mer or its reverse
complement, whichever comes first lexicographically) from the fasta file using
Jellyfish (Marçais & Kingsford, 2011), a tool for fast, memory-efficient counting of
k-mers in the DNA sequence, for k-mer length 21. When choosing the length of
k-mers we were guided by a general rule used by the alignment-free methods for
sequence comparisons - shorter k-mers are more likely to be present in a sequence
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(e.g. 1-mers); thus they are less informative in analyzing closely related genomes
(Bernard et al., 2016); however, longer k-mers are more unique to particular species
and are therefore more useful for similarity identification across species
(Greenfield & Roehm, 2013). In our results (Chapters 2 & 3), we also observed
higher accuracy in genome similarities using longer k-mers. Additionally, widely
used alignment-free sequence comparison tools such as mash found a k-mer
length of 21 to give accurate estimates of sequence similarities (Ondov et al., 2016).
Errors in k-mer counts occur when singletons are found in a sequence, which is
usually due to sequencing errors. The majority (99.87%) of k-mers of frequency 1
are not found in a genome and thus are most likely due to sequencing errors and
therefore should be discarded (Melsted & Pritchard, 2011). We filtered out
singletons to account for possible errors produced by the sequencer (Melsted &
Pritchard, 2011).
To generate k-mer profiles that reflect the mutational processes due to
cancer, we sorted each k-mer profile in alphabetical order, normalized k-mer
frequencies across all tumor and normal samples by dividing each frequency by the
total number of k-mers in a sequence, and multiplying by the smallest total
number of k-mers across all sequences, calculated the union of k-mer profiles
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between each pair of tumor and normal k-mer profiles and subtracted the k-mer
frequencies of a normal sample from k-mer frequencies of a tumor sample across
all samples for each set of genomes for each cancer type. Each new k-mer profile
reflects frequencies of k-mers due to mutations (referred to as “mutational” k-mers
in this work). Subtraction of k-mer profile vectors was motivated by methods
(Mikolov, Chen, et al., 2013; Mikolov, Sutskever, et al., 2013) for natural language
processing. Using a large corpus of text can produce a vector space represented by
each distinct word in the text with a particular list of numbers (vector). A simple
mathematical function, such as cosine similarity between the vectors, calculates
the level of semantic similarity between the words represented by those vectors.
Similarly, subtraction of a vector of k-mer frequencies found in a normal sample
from a vector of k-mer frequencies found in a tumor sample effectively produces
information on quantitative similarity between two vectors.

4.2.3 Principal Component Analysis on k-mer frequencies
K-mer profiles of genome sequences are in high-dimensional space (vectors of
k-mer frequencies). PCA is a dimensionality reduction technique that allows the
representation of high-dimensional data in low-dimensional space for efficient
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analysis. Each of the dimensions is a feature that contains a certain amount of
variance, which is a change of the values throughout. Features with zero variance
(no change throughout) are not informative for describing the data. The
“importance” of the feature depends on the amount of “information” it contains.
PCA uses the original data to make linear combinations of the features in order to
condense all the variance into a smaller number of transformed features. These
transformed features are called the Principal Components (PCs). The resulting
projection of PCA in two-dimensional space represents the dimensions along
which a particular cancer type varies (i.e. the overall pattern of variants across
samples).
The

application

of

dimensionality

reduction

techniques

provides

informative visualization of heterogeneity in the data and groups neighboring data
points together (Ayesha et al., 2020; Palit et al., 2019). We performed a principal
component analysis (PCA) on vectors of k-mer frequencies that reflect mutational
processes (“mutational” k-mer frequencies) of each sample in python using the
scikit-learn(sklearn) library (Pedregosa et al., 2011) to represent each sequence in
two-dimensional space. We normalized the data (frequencies of k-mers) by scaling
all the values per sample to be between 0 and 1 using the StandardScaler function
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from the scikit-learn(sklearn) library (Pedregosa et al., 2011). Normalization of the
dataset is a necessary step due to PCA calculating a new projection of the dataset
with new axes based on the standard deviation of the variables (Jolliffe & Cadima,
2016). Variables with different standard deviations (high versus low) will have
different weights for axes’ calculations. Normalization of data allows for uniform
standard deviation across all variables, thus PCA calculates axes with all variables
having equal weight. We visualized the projection of the two PCs with the most
variance using a scatter plot from the matplotlib package (Hunter, 2007).
To identify groupings of samples that share similarities in genome
variation, we used unsupervised clustering techniques in the PC space (Ding & He,
2004; C. Lee et al., 2009). We found the optimal number of principal components
that capture the greatest amount of variance in the data by plotting the explained
variances in a scree plot. We used explained variance ratio as a metric to evaluate
the usefulness of the principal components and to choose how many components
to use in the model (Jombart et al., 2010). The explained variance ratio is the
percentage of variance that is attributed by each of the selected components. To
avoid overfitting the model we chose the number of components to include in the
model by adding the explained variance ratio of each component until we reach a
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total of around 80%, which is considered an adequate amount of variance to derive
informative results (Jolliffe & Cadima, 2016).

4.2.4 Unsupervised clustering of samples
To identify structure in the dataset, we applied several unsupervised clustering
algorithms based on PCs. We used K-Means (Al-deen & Ba-Alwi, 2021), Gaussian
Mixture Model (GMM) (McNicholas, 2016), Dirichlet Process Gaussian Mixture
Model (DPGMM, Bayesian Gaussian Mixture) (Görür & Edward Rasmussen, 2010),
as well as Gaussian Mixture model initialized with K-Means. Each of these
approaches differs in terms of speed and robustness. K-Means is a popular
non-probabilistic clustering algorithm. It is designed to partition unlabelled data
into a predefined number (K) of distinct groupings. Each data point has to belong
to a certain class and there is no probability assigned to each data point. While the
K-Means algorithm will always converge, it might not be a global minimum and
the algorithm is re-run multiple times to avoid local minima. Additionally,
clustering techniques perform differently depending on the distribution (or
pattern) of the data within a dataset (“shape” of the data). The shape of the data can
be identified from the domain knowledge of the data such as plotting the data on
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the PCA scatter plot to inspect the data visually. K-Means model is ideal for
analyzing data of circular shapes. The visual representation of the data for cancer
samples in our work did not produce particularly circular shapes. Therefore, we
tested other approaches that are more suitable for the analysis of data of
non-circular shapes to compare the results between different clustering
techniques. GMM and DPGMM are both suitable for analyzing data of
non-circular shapes.
GMM is a probabilistic model based on K independent Gaussian
distributions that are used to model K separate clusters. The convergence of this
model (to a local minimum) is based on the Expectation-Maximization algorithm
(McNicholas, 2016). The advantage of GMM comes from the fact that it is
probabilistic and by assigning the probabilities to data points we can express the
strength of our belief that a given data point belongs to a specific cluster. However,
GMM tends to be slower compared to K-Means. Alternatively, GMMs can be
initialized with K-Means which helps with the problem of convergence to a local
minimum. This technique usually improves clusters generated with K-Means. In
addition to K-Means and GMM models, DPGMM is a stochastic process used in
Bayesian nonparametric to cluster data without specifying the number of clusters
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in advance. The DPGMM has a Dirichlet Process as a prior and its dimensionality
is infinite (Görür & Edward Rasmussen, 2010). This characteristic is advantageous
in clustering because it allows us to recognize new clusters when we observe new
data.

4.2.5 Determining the number of clusters for K-Means
We used the first two PCs to cluster samples into different numbers of groups (k
from 1-13). We determined the optimal number of clusters (K) by using the “elbow
method” heuristic approach (Yuan & Yang, 2019). The sum of the squared distances
to the nearest cluster center (aka inertia) was measured using the K-Means model
for each k. We clustered the dataset by fitting the numbers of PCs with 80% (the
first two PCs) of the variance into the K-Means model with k number of clusters.

4.2.6 Determining the number of components for the GMM and other
clustering techniques
We determined the number of clusters present in data using the Silhouette score
technique (Rousseeuw, 1987), which considers two measures: the mean distance
between a sample and all other points in the same cluster and the mean distance
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between a sample and all other points in the next nearest cluster. The fitting
procedure is not deterministic, thus we ran twenty fits for each number of clusters,
then we considered the mean value and the standard deviation of the best five runs
(Pedregosa et al., 2011). We plotted the results to identify the number of
components (clusters) with the highest Silhouette score. We repeated this process
for the Dirichlet Process Gaussian Mixture Model and the Gaussian Mixture
model initialized with K-Means.

4.2.7 Analysis of sample groupings
To investigate the biological cause underlying the grouping of samples based on
“mutational” k-mer profiles, we performed variant annotations for each of the
samples using SnpEff (Cingolani et al., 2012), genetic variant annotation, and
functional effect prediction toolbox. The software annotates and predicts the
effects of genetic variants on genes and proteins (such as amino acid changes). We
were particularly interested in identifying common genes found across samples
affected by large structural variants, which are defined as “high-impact” by SnpEff
(Cingolani et al., 2012). Such structural variants comprise deletions, duplications,
insertions, inversions, translocations, and more complex rearrangements which
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cover large regions of a genome and would substantially affect frequencies of
k-mers and subsequently propagate into genomic distances between samples.
We then used a vcf file (output of the pileup pipeline) for each genome and
the C57BL/6J mouse strain genome database in the SnpEff genome database
repository to produce an annotated vcf file together with a gene counts summary
file for all samples that were grouped closer to each other (liver and lung tumors).
The counts summary file contains counts of the number of variants affecting each
transcript and gene. We then used a custom script to identify the “intersection” of
genes that contained a non-zero number of high-impact variants across samples
grouped together.

4.3

Results

4.3.1 Clustering of breast, lung, and liver tumors
In examining samples from the three cancer types using principal component
analysis 80% of the variance was captured by 2 PCs (Figure 4.1). The elbow point of
the K-Means scree plot (when the change in the value of inertia is no longer
significant) indicated the samples grouped into four clusters (Figure 4.2).
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Additionally, the Silhouette score used to measure the accuracy of clustering by
the rest of the clustering methods used in this work, showed the highest score with
four clusters found by the rest of the unsupervised clustering approaches used in
this work (Figure 4.3).

Figure 4.1:

Bar plot showing explained variance per PC in the PCA analysis of

breast, lung, and liver tumors.
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Figure 4.2: Scree plot showing a deterministic number of clusters = 4 ( “elbow point”)
determined by K-Means using 2 PCs (80% of the variance) from k-mer frequencies of
breast, lung, and liver tumor sequences.

Figure 4.3: Scree plot showing highest Silhouette score at a number of clusters = 4

determined by GMM, DPGMM, and Gaussian Mixture model initialized with
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K-Means using 2 PCs (80% of the variance) from k-mer frequencies of breast, lung,
and liver tumor sequences.

K-Means clustering applied to the first 2 PCs differentiated the samples
into 4 clusters with samples of all the breast tumors and a single lung tumor being
a part of a single cluster (Figure 4.4).

Figure 4.4: PCA generated using k-mer frequencies from breast, lung, and liver

tumors using 2 PCs. Samples are labeled based on the four clusters identified by the
K-Means algorithm.
Gaussian Mixture Model, with the random initialization, also determined 4
clusters present in the data. However, the breast tumors and one lung tumor
grouped by K-Means were not grouped by the GMM. Breast tumor samples were
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assigned to the same cluster together with the three liver and two lung tumor
samples (Figure 4.5).

Figure 4.5: PCA generated using k-mer frequencies from breast, lung, and liver
tumors using 2 PCs. Samples are labeled based on the four clusters identified by the
Gaussian Mixture with a random initialization algorithm.

Dirichlet Process Gaussian Mixture model, with the K-Means initialization,
identified only 3 clusters, where all the breast tumor samples were grouped with all
the lung tumors and some liver tumors (Figure 4.6).
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Figure 4.6: PCA generated using k-mer frequencies from breast, lung, and liver
tumors using 2 PCs. Samples are labeled based on the three clusters identified by the
Dirichlet Process Gaussian Mixture with the K-Means initialization algorithm.

Gaussian Mixture model, with the K-Means initialization, uncovered 4
clusters in a dataset with all the breast tumors and a single lung tumor being a part
of a single cluster (Figure 4.7).
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Figure 4.7: PCA generated using k-mer frequencies from breast, lung, and liver
tumors using 2 PCs. Samples are labeled based on the four clusters identified by the
Gaussian Mixture with the K-Means initialization algorithm.
The PCA scatter plot (Figure 4.8) showed three liver tumor samples were
grouped with two lung tumor samples. Breast tumor samples were grouped close to
each other. Additionally, two other liver tumor samples did not group with any
other samples. One lung tumor sample is near the breast tumor samples cluster.

Figure 4.8: PCA generated using k-mer frequencies from breast, lung, and liver
tumors using 2 PCs. Samples are labeled by cancer type.
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4.3.2 Genes affected by high-impact variants
Samples of liver and lung tumors that were grouped had 169 genes with non-zero
large structural variants in common. Such variants include, for instance,
chromosome large deletion, duplication, and inversion; partial or full deletion,
duplication, and inversion of an exon, as well as gene fusion, deletion, and
rearrangement. The Gene Enrichment Analysis (Mi et al., 2021) showed that most
of the genes were enriched in several biological processes mainly belonging to
biological regulation, developmental, cellular, and multicellular organismal
processes, anatomical structure development, as well as, macromolecule metabolic
process, and others.

4.4

Discussion

4.4.1 Effect of high-impact variants on k-mer frequencies
In this work, we found liver and lung tumors grouped closer together and hence
share broad-scale similarities. We conjecture that these similarities in the variant
capacity of cancer genomes identified using k-mer frequencies potentially result
from two sources. The first probable source is passenger mutations, such as
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single-nucleotide variants (SNVs) that are found in cancerous genomes and are
triggered by driver mutations (Bozic et al., 2010). More specifically, passenger
mutations constitute a majority of variance in the cancerous genome (McFarland et
al., 2017) and thus a large number of SNVs significantly affects the counts of
k-mers with every nucleotide change that increases the count of one k-mer and
effectively decreases the count of another. Driver mutations are unlikely to have a
significant impact on counts of k-mers since there are only a few of them present
in a tumor (Aparisi et al., 2019).
Passenger mutations are informative in understanding cancer. For example,
the aggregated impact of passenger mutations provides great predictive power to
distinguish cancer from non-cancer phenotypes (Kumar et al., 2020), while driver
mutations did not. Deep learning analysis of patterns of passenger mutations has
been successful in the classification of primary and metastatic tumors (Jiao et al.,
2019); however, the accuracy of the classifier was reduced with the addition of
information on driver mutations.
The second probable source of our results is that similarities between liver
and lung tumors (their “mutational” k-mer profiles) were caused by high-impact
variants. In particular, k-mer frequency enrichment or depletion is most likely
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driven by the high-impact variants present in certain genes. Increases and
decreases in k-mer abundance have previously been associated with genomic
repeats, which is comparable to k-mer frequencies doubling with a high-impact
variant such as chromosome duplication (Liu et al., 2017). Similarities in such
mutations across cancer types will cause similarities in k-mer frequencies and
group samples together. More specifically, we hypothesize that high-impact
variants cause changes in counts of k-mers. These high-impact variants comprise
structural variations, such as inversions, deletions, and translocations, which cover
large regions of a genome (Periwal & Scaria, 2015) and consequently have a
significant effect on k-mer frequencies. For instance, the variant of chromosome
large deletion, in a typical cancer sample, about 25% of the genome is affected by
chromosome arm-level deletions and 10% by focal deletions, with about 2% overlap
(Cai & Sablina, 2016). This variant would significantly reduce counts of k-mers
located in the region of a chromosome that has undergone this type of mutation.
The occurrence of these types of mutations at a similar scale in two genomes
affected by two different types of cancer will translate into changes in k-mer
counts in both sequences and thus result in their similarity (hence the similarity
between two cancer types).
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4.4.2 K-mers versus driver genes
Current approaches for the identification of similarities across different types of
cancer analyze individual genes that are significantly mutated due to a particular
cancer type (Dimitrakopoulos & Beerenwinkel, 2017; Newton et al., 2017; Tokheim
et al., 2016). We approached the challenge of the infeasibility of analyzing all of the
genes present in a human genome by analyzing k-mers found in a sequence. One
of such challenges is the identification of drivers in infrequently or rarely mutated
genes (Tang et al., 2021). Furthermore, false-positive driver gene predictions add to
the list of these challenges (Tokheim et al., 2016). On the other hand, information
on the k-mer content of the sequence is found by simply counting how many times
a particular k-mer was observed in a genome. K-mer frequencies are usually
accurately and efficiently identified by several available tools built specifically for
this task (Erbert et al., 2017; Kokot et al., 2017; Marçais & Kingsford, 2011).
The method described in this work provides an alternative view on types of
similarities shared across cancers, namely counts of k-mers generated by
mutational processes initiated by cancer.
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As a result of this work, we conjecture that PCA groups samples of two
different cancer types based on the similarities in k-mer frequencies caused by
high-impact variants found in particular genes. Increases and decreases in k-mer
abundance have previously been associated with genomic repeats (Liu et al., 2017),
which is comparable to the idea of k-mer frequencies doubling with a high-impact
variant such as chromosome duplication. Spikes and depletions of k-mer counts in
the genomes affected by different cancer are also most likely due to the passenger
mutations which are in majority. Passenger mutations are known to be informative
in understanding cancer and were previously analyzed using machine learning and
deep learning approaches to distinguish cancer from non-cancer phenotypes
(Kumar et al., 2020) and classification of primary and metastatic tumors (Jiao et al.,
2019).
Analysis of individual genes linked together provides information about the total
profile of alterations caused by a particular cancer type bound to the region of the
genome at a location of the gene. On the other hand, tumor similarities identified
from k-mer frequencies present in a complete genome sequence show changes on
a genome-wide scale. Analysis of k-mer frequencies provides a higher level of
sensitivity in similarity identification across cancer types by analyzing a complete
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genome sequence and covering genomic regions that are not analyzed by methods
based on identifying driver genes.
We believe that the method is a sound addition to the current cancer
comparative approaches and will serve as an alternative approach to identifying
similarities in mutational patterns between genomes affected by different cancer
types.
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Chapter 5
Conclusion and Future Work
The main objective of this dissertation was to identify similarities in patterns of
genome variations between different types of cancer. The alignment of cancerous
genomes is often complicated by the presence of many structural variations in the
sequence which makes it difficult to perfectly match genomic regions between the
reference sequence and the sample. In this work, we have shown that
alignment-free methods are capable of analyzing highly dissimilar sequences and
identifying similarities in genome variations using k-mer frequencies in simulated
data. Next, before analyzing cancerous genomes, we bridged to analyzing healthy
genomes from different populations. We applied PCA together with K-Means to
differentiate samples by populations using k-mer frequencies of each genome. We
saw accurate results in the grouping of samples that are similar based on their
origin. Next, we applied a similar approach to analyze genomes affected by
different types of cancer using PCA together with clustering approaches.
Specifically, we analyzed mutational k-mer profiles of each genome to identify
similarities between different types of cancer. From the results of this work, we
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conjecture that PCA together with a clustering technique groups mutational k-mer
profiles of different types of cancer due to similarities in k-mers that were affected
by large structural variants and numerous passenger mutations that caused spikes
and depletions of k-mer frequencies in cancerous genomes. We performed the
genetic variant annotation of genes that were found to be in common between
grouped samples of different cancer types. From the results of the variant
annotation, we infer that different cancer types show similarities due to the
presence of the high-impact variants in specific genes that contain such mutations
at a similar scale across different types of cancer.

5.1

Frequency-based AF approaches are robust in identifying genomic

similarities between sequences
In Chapter 2, we have shown an alignment-free approach for phylogeny
reconstruction is robust in analyzing assembled genome data for a range of
numbers of substitutions using longer k-mers. Similarly, the alignment-free
approach recovered an accurate phylogeny from reads with uniform coverage from
data with a high number of substitutions using higher k-mer lengths. However,
using simulated reads randomly selected from the genome by the Illumina
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sequencer had a detrimental effect on phylogeny estimation. Thus we recommend
using longer k-mers to accurately reconstruct phylogeny from assembled genome
data with high numbers of substitutions. However, phylogeny reconstruction using
frequency-based alignment-free methods with read data is not recommended.
5

Additionally, k-mer frequencies below 10 may be filtered out to improve the
efficiency of the distance calculation between sequences while preserving the
accuracy of the results.
The natural extension of this work would be to evaluate the performance of
the method in reconstructing phylogeny taking into account others parameters
that could affect the accuracy of phylogeny reconstruction. For example, a variable
number of leaf nodes in the tree and variable topologies of the trees (i.e.
asymmetric, intermediate, and symmetric) (Talavera and Castresana 2007).
Additionally, the method may be further tested against the real high-throughput
sequencing data and datasets used by other alignment-free approaches (Li et al.
2001; Otu and Sayood 2003; Tang et al. 2014) to further test the robustness of the
approach.
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5.2

Population structure can be identified from k-mer frequencies of a

genome
In Chapter 3, we showed the ability of the principal component analysis together
with K-Means to identify the population structure based on the k-mer frequencies
present in the genome. We showed that PCA is robust in differentiating samples at
the superpopulation level with samples of admixed and non-admixed origin,
however, PCA showed less sensitivity of differentiation by population level with a
diversity of superpopulations present. Yet, PCA was able to discern the population
signal in samples of admixed and non-admixed origin within a single
superpopulation. Population differentiation based on PCA and k-mer frequencies
in comparison to k-mer presence using mash showed to be more robust due to
mash's high sensitivity to parameter selection which is unknown in advance. While
powerful model-based approaches provide information on fractional membership
of a sample to a population and identify populations from the dataset using genetic
markers, here we show that statistical methods can capture the population
structure using alternative data, k-mer frequencies, without any genetic
assumptions or marker selection process. However, the method only provides a
graphical overview of the population structure present, without giving information
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on the fractional membership of each sample to a particular population. This work
is a sound addition to current population differentiation approaches and may serve
as a method for efficient identification of the number of populations present in the
dataset which is a parameter required to be set in advance by model-based
approaches. Additionally, this approach may prove useful in GWAS where the
presence of population structure may cause spurious associations.
We also consider applying the method in the analysis of non-model
organisms (organisms that have not been studied extensively). For example, we
used our method in the analysis of population structure identification from oyster
data (Crassostrea virginica) from 9 geographical locations sampled along the eastern
coast of the United States (Modak et al. 2021). Our preliminary results have shown
that the method was able to identify structure in the data and differentiate the
samples by populations (Appendix 1, Figure A7-A8). Further consideration of this
work is to compare the results found using k-mer frequencies to the results
identified using marker genotype data.
Further exploration of alternative dimensionality-reduction and clustering
methods, such as uniform manifold approximation and projection (UMAP)
(McInnes et al., 2018), before application of K-Means, should be considered.
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Specifically, instead of PCA, we can apply UMAP to reduce the dimensions of the
dataset. UMAP is known to produce more accurate results compared to PCA (Yang
et al., 2021). As a linear algorithm, PCA performs with lower accuracy on the
features with the nonlinear relationships. To better represent high-dimensional
data in low-dimensional space and nonlinear manifold, UMAP, which is a
nonlinear dimensionality reduction algorithm, is worth exploring (Hozumi et al.,
2021). UMAP is exceptional at maintaining the global structure of the data and has
a high-ranking run-time performance (McInnes et al., 2018). Once the data is
reduced to low-dimensional space, classification of the dataset into individual
clusters (populations) can be performed using K-Means.

5.3

Similarities of cancer types can be identified from mutational k-mer

profiles
In Chapter 4, we showed the ability of the principal component analysis to identify
similarities among cancer types based on the k-mer frequencies present in the
genome. We conjecture that PCA grouped samples of different cancer types based
on the similarities in k-mer frequencies caused by high-impact variants found in
particular genes. High-impact variants are characterized by structural variations in
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large regions of a genome that will cause spikes or depletions of k-mer counts in
the genomes affected by these mutations. Thus the presence of such mutations in
two different cancer types has a similar effect on k-mers in both sequences which
causes their similarity. This work provides an alternative view of similarities
(counts of k-mers driven by mutations versus identification of specific genes)
shared across genomes of different types of cancer. Analysis of individual driver
genes provides limited information about the total profile of alterations caused by
a particular cancer type. On the other hand, tumor similarities identified from
k-mer frequencies present in a complete genome sequence show changes on a
broader scale. Analysis of k-mer frequencies provides a higher level of sensitivity
in similarity identification across cancer types by analyzing a complete genome
sequence and covering genomic regions that are not taken into account by current
cancer analysis approaches that analyze specific genes.
As a future direction, we also propose to evaluate this approach in analyzing
cancer subtypes, such as molecular subtypes of breast cancer (Yersal and Barutca
2014; Fragomeni et al. 2018). Just as with cancer type, it is important to know the
subtype of cancer to determine prognosis and plan therapy. Common and
subtype-specific mutated sub-pathways for cancer have been analyzed earlier (Yan
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et al. 2019) by identifying significantly mutated genes. Application of the k-mer
frequency-based approach may identify similarities between cancer subtypes based
on their broad-scale patterns of variation and give rise to the development of new
disease intervention approaches.
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Figure A1: Scree plot showing a deterministic number of clusters = 4 ( “elbow point”)
determined by K-Means using 2 PCs (13% of the variance) from k-mer frequencies of
four superpopulations (excluding AFR).

137

Figure A2: Scree plot showing a deterministic number of clusters = 4 ( “elbow point”)
determined by K-Means using 2 PCs (8.4% of the variance) from k-mer frequencies of
four superpopulations with additional samples of admixed origin from EAS and EUR
superpopulation.
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Figure A3: Scree plot showing no obvious ( “elbow point”) determined by K-Means
using 2 PCs (13% of the variance) from k-mer frequencies of three populations, CDX
(non-admixed), CHB (admixture of CDX and JPT), and JPT (non-admixed). All three
populations are of a single superpopulation (EAS).
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Figure A4: Scree plot showing no obvious ( “elbow point”) determined by K-Means
using 2 PCs (13% of the variance) from k-mer frequencies of three populations, FIN
(non-admixed), CEU (admixture of FIN and TSI), and TSI (non-admixed). All three
populations are of a single superpopulation (EUR).

Figure A5: Bar plot showing explained variance per PC in the PCA analysis of 5
superpopulations of non-admixed origin.
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Figure A6: Scree plot showing cumulative explained variance per PC in the PCA in
the analysis of 5 superpopulations of non-admixed origin.

Figure A7: PCA generated using k-mer frequencies from 12 populations of oysters
using 2 PCs. Samples are labeled by population.
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Figure A8: PCA generated using k-mer frequencies from 12 populations of oysters
using 2PCs. Samples are labeled based on the clusters identified by the K-Means
algorithm.
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